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Abstract

LaBraM, an early EEG foundation model, demonstrated that large-scale EEG pretraining can yield strong representa-
tions for diverse downstream tasks. Building on this foundation, we expand pretraining data and model capacity while
retaining its core encoder and objective. We train ten encoders with 5.8 million to 1.97 billion parameters on three
EEG collections spanning 25,067-79,910 hours, adapting signal preparation and training to heterogeneous recordings.
Across 23 tasks, Atom-L* reaches 59.05% mean balanced accuracy at its best evaluated full fine-tuning (Full-FT)
checkpoint, 3.61 percentage points above the strongest baseline EEG foundation model. Quark-G leads linear probing
(LP) at 54.33%, a 1.24-point margin. Both also lead average task rank. At the last evaluated checkpoints, larger en-
coders improve Full-FT more consistently than LP, and stronger LP does not guarantee stronger Full-FT. Preserving
patch structure improves LP over average pooling. Data-fraction experiments suggest capacity-dependent saturation,
while checkpoint trajectories show that downstream performance can decline as pretraining loss falls. Joint classifica-
tion with a shared Qwen3 readout reaches 50.50% with Molecule-H and Qwen3-8B; increasing language-model size
provides no consistent gain. These results demonstrate the value of scaling LaBraM and the importance of matching
pretraining scale to downstream adaptation.
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Figure 1. Full-FT and LP performance of ten extension encoders and three selected-checkpoint references (*) on 23
tasks. Stars mark checkpoints selected by mean Full-FT score; LP uses the same checkpoints. Dashed lines mark the
strongest baseline in each setting. Figures 4 and 5 show the complete comparisons.
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1 Introduction

LaBraM, an early EEG foundation model, demonstrated that pretraining on large EEG collections can learn
representations that transfer effectively across diverse downstream tasks [1]. Subsequent EEG foundation
models have provided further evidence for the effectiveness of large-scale pretraining [2—10]. Building on
LaBraM, we further investigate the downstream gains from expanding pretraining data and model capacity
while retaining its core encoder design and pretraining objective.

To study this expansion, we assemble three EEG collections—Quark, Atom, and Molecule—spanning
25,067-79,910 hours, and train ten encoders ranging from 5.8 million to 1.97 billion parameters. Combining
recordings from diverse sources requires handling differences in channel layout, signal scale, and recording
length. Extended signal preparation and batching accommodate these inputs, while streamed data access,
node-local storage, and distributed training support the larger collections and encoders.

The resulting encoders lead the comparisons across 23 classification tasks under both full fine-tuning
(Full-FT) and linear probing (LP). With 46.3 million parameters, Atom-L* reaches 59.05% mean balanced
accuracy at its best evaluated Full-FT checkpoint, exceeding REVE Large by 3.61 percentage points. Quark-
G leads LP at 54.33%, and both models lead average task rank in their respective settings. The gains also
extend to comparisons with small supervised models: Atom-L and Molecule-H each exceed the stronger
of EEGNet and EEGConformer on 16 tasks under Full-FT, compared with at most 12 for a baseline EEG
foundation model (Section 5).

Further analysis examines how downstream gains vary with encoder size, pretraining data, and training
duration. At the last evaluated checkpoints, larger encoders improve Full-FT more consistently than LP. The
two evaluation settings also produce different model orderings: stronger LP does not guarantee stronger
Full-FT. Retaining patch structure improves LP over average pooling, showing that the readout affects how
well frozen features can be used. Together, these results motivate assessing both access to frozen features
and the gains from task-specific encoder adaptation (Section 5.3).

The data experiments show why recording hours alone do not determine transfer performance. Reduced-
data Atom runs outperform Quark at matched encoder sizes despite using fewer hours, suggesting that
broader source coverage may improve data efficiency. Within a fixed collection, additional data can even-
tually bring diminishing or negative returns. Fraction sweeps motivate an empirical capacity-dependent
saturation relation, with fitted Full-FT peaks near 22,000 hours for Base and 40,000 hours for Large. Even
within a single training run, downstream performance can decline while pretraining loss falls. Judging the
benefit of further pretraining therefore requires downstream evaluation (Section 6).

Beyond traditional evaluation, we further explore our models’ performance in a multitask setting, drawing
inspiration from NeuroLM [5], UniMind [11], and GVG [12]. Frozen EEG encoders are paired with a
shared Qwen3 readout for joint classification across all 23 tasks. Larger EEG collections and encoders
show complementary gains, with Molecule-H and Qwen3-8B reaching 50.50% mean balanced accuracy.
Increasing language-model size provides no consistent improvement. Together with the LP analysis, these
results suggest that preserving EEG information and adapting it to the readout are important for realizing
the benefits of encoder scale (Section 7).

2 Pretraining Data

2.1 From Quark to Atom and Molecule

Our pretraining experiments use three data versions (Table 1): Quark comprises 9 datasets, 25,067 hours,
and 4,200,222 training windows; Atom comprises 521 datasets, 49,628 hours, and 24,723,392 windows;
and Molecule comprises 505 datasets, 79,910 hours, and 35,207,959 windows.
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Table 1. Pretraining data summary.

Data version Datasets Hours Training windows

Quark 9 25,067 4,200,222
Atom 521 49,628 24,723,392
Molecule 505 79,910 35,207,959

Quark forms the initial collection and is dominated by clinical recordings: TUH contributes 23,653 hours.
The remaining sources are HMC, Alljoined, THINGS-EEG2, a self-collected dataset, SEED, SEED-IV,
SEED-V, and SEED-VII.

To explore the limits of data scaling, we assembled Atom and Molecule by collecting publicly available
EEG datasets as comprehensively as possible and screening them for pretraining. Atom broadens this clini-
cal starting point to include more recording settings and tasks. Added sources include I-CARE, CHB-MIT,
Siena, ISRUC S3, FACED, EEGMMIDB, SparrKULee, and THINGS-EEGI, together with additional col-
lections from OpenNeuro, Zenodo, and MOABB.

Molecule builds on this broader source pool with revised signal preparation and source selection. For this
expansion, we collected approximately 92,032 hours of EEG from 514 datasets and constructed 41,637,575
windows before quality screening. Table 2 compares recording hours for selected sources across all three
versions; Appendix A provides the complete inventory with publication and dataset links.

Table 2. Selected pretraining datasets, sources, and recording hours. The full inventory appears in Table 5.

Dataset Source Quark (h) Atom (h) Molecule (h)
TUH [13] 23,653 22,554 22,158
I-CARE [14] - 1,657 28,583
CHB-MIT [15] - 991 1,964
HMC [16] 741 17 1,142
ON_ds004395 [17] - 729 6,827
ON_ds005555 [18] - 2,002 1,947
Alljoined [19] 371 - 461
THINGS-EEG2 [20] 184 - 228
self-collected dataset 28 28 22
SEED [21] 16 9 -
SEED-IV [22] 18 9 18
SEED-V [23] 13 9 13
SEED-VII [24] 43 9 43

A dash denotes absence from a collection.

This source-level comparison shows that most of Molecule’s additional recording time comes from ICU
data. I-CARE increases from 1,657 hours in Atom to 28,583 hours in Molecule, accounting for about 89%
of the net increase between the two versions. Molecule therefore combines a larger ICU component with
cognitive, sleep, and other experimental recordings from the broader source pool (Figure 2). Appendix B
gives the category totals behind this change in composition.

2.2 Signal preparation and window construction

Public EEG datasets use different sampling rates and electrode naming conventions. We resample record-
ings to 200 Hz, apply band-pass filtering with a 0.5 Hz lower cutoff, and map electrode names to a shared
vocabulary for the encoder.

Recordings can also contain unusable channels and gaps. Channels that are constant or contain at least
1% non-finite samples are removed; the remaining signals are split into finite segments to retain usable EEG
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Figure 2. Pretraining data composition. Categories group sources by their predominant recording setting or task and
are approximate. Molecule’s increase in duration is concentrated in ICU recordings.

around gaps. Per-channel z-scoring within each recording or trial reduces amplitude scale differences across
sources. Values are then clipped to 15 and stored in float16. Because normalization is performed during
preparation, we use an input scale of 1.0; Quark and Atom retain 0.01 (Appendix B.3).

With a fixed window duration, recordings with more channels produce more tokens and require more
attention memory. We therefore use non-overlapping windows of 4—16 seconds, adjusting duration to target
256 channel-by-time tokens. A 16-channel recording uses 16-second windows, while 64 channels use four
seconds. Alljoined and THINGS-EEG?2 retain their one-second trials to preserve trial boundaries. Tails
of at least one second are zero-padded and retained with validity masks, preserving available EEG while
marking padded positions.

2.3 Quality control and sampling

After preprocessing, windows still differ in signal quality and channel coverage. We remove windows with
severe signal abnormalities or excessive padding to limit training on unreliable inputs, and apply the sub-
ject exclusion list separately. For Molecule, subject exclusions remove 687,187 windows and severe-quality
screening removes 5,742,429, leaving 35,207,959 of the 41,637,575 constructed windows eligible for pre-
training (Figure 3).

We retain windows with mild quality flags or few channels because they still contain usable EEG, using
lower sampling weights to favor the main pool. The retained pool comprises 26,102,536 main windows with
at least eight mapped channels, 8,180,196 mildly flagged windows, and 925,227 windows with fewer than
eight mapped channels.

3 Scaling the Training Pipeline

3.1 Encoder sizes

We retain LaBraM’s neural spectrum tokenizer architecture and masked-code prediction objective [1] while
scaling the encoder from 5.8 million to 1.97 billion parameters (Table 3). Base, Large, and Huge retain
the original LaBraM definitions. Giant extends the family to width 1,600 and 64 transformer layers. Model
names combine the data version with B, L, H, or G for the corresponding encoder size. The training-pipeline
extensions below support heterogeneous inputs and execution at larger data and model scales.
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Figure 3. Molecule window screening and sampling. Screening excludes 15.4% of constructed windows; counts are
shown before weighted sampling. Low-channel windows use weight 0.25, or 0.125 when they also carry quality flags.
Source and provenance factors apply separately. Subject exclusions follow the earlier evaluation pool; see Appendix D
for remaining overlap.

Table 3. Encoder configurations.

Size  Width Depth Heads Parameters

Base 200 12 10 5.820M
Large 400 24 16 46.259M
Huge 800 48 16 369.236M
Giant 1,600 64 20 1.968B

3.2 Batching across datasets

Recordings from different datasets use different electrode sets and channel orders. LaBraM assigns spatial
embeddings by electrode identity, so two windows with the same tensor shape can require different embed-
ding indices. We therefore group windows in the Atom and Molecule loaders by channel count, patch count,
channel signature, and ordered channel list. Samples in each batch then share the same dimensions and
electrode ordering. For Molecule, we also reject unmapped pretraining channel names before batching.

Recording tails can end partway through a patch, so the resulting windows contain different amounts of
observed EEG. In the Molecule encoder, sample-validity masks carry this information from window con-
struction into attention and prediction. A fully padded patch contains no recorded EEG: we exclude it from
attention keys and prediction masks and zero its output after the final normalization. Partially padded patches
retain recorded samples, so we keep them in the sequence and weight their prediction loss in proportion to
the valid sample counts. Appendix B describes the tokenizer’s treatment of padded reconstruction targets.

3.3 Streaming and node-local storage

With tens of millions of windows, opening individual sample files would incur repeated file-access overhead.
We therefore package Atom and Molecule in WebDataset tar shards so workers can read many windows from
each archive as a stream. The two collections use 2,885 and 291,489 shards, respectively.
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Because training revisits shards across epochs, each node caches downloaded shards, allowing workers
to reuse local copies on subsequent reads. A least-recently-used policy evicts shards when space is needed.
SQLite tracks the cache contents, and file locks coordinate workers requesting the same shard.

Persistent workers reduce process-startup overhead between epochs. Prefetching prepares upcoming
batches while the current batch is processed, and pinned host memory supports transfer of the prepared
batches to the accelerator.

3.4 Distributed training and precision

The training stack supports distributed data parallelism and fully sharded data parallelism (FSDP), with
optional activation checkpointing to reduce activation memory. Molecule-H uses full parameter sharding;
Quark-G was trained on MI300X GPUs. Table 4 lists GPU counts and global batches.

We replace the explicit attention path with PyTorch scaled dot-product attention, which selects kernels
supported by the device, precision, and tensor layout. The training loop supports bf16 without loss scaling.
Quark uses fp16 with GradScaler; Molecule extracts frozen-tokenizer targets in bf16.

4 Pretraining Configuration

The three collections differ in source composition and input preparation. We therefore use independently
trained tokenizer weights for each collection and freeze them during encoder pretraining, so that target codes
remain fixed as the encoder is optimized. Table 8 in the appendix lists the tokenizer settings and checkpoints
used for target generation.

With these targets fixed, encoder optimization follows a common recipe: AdamW with weight decay 0.05,
cosine learning-rate decay to 10>, drop path 0.1, and 50% masking. Within this recipe, Atom uses ten
warmup epochs and gradient clipping at 1.0; Molecule uses five warmup epochs without gradient clipping.
Table 4 gives the GPU allocation, global batch size, peak learning rate, and epoch schedule for each encoder.

Table 4. Encoder training configurations.

Model GPUs Global batch Peak LR  Epochs
Quark-B 32 2,048 5x107% 50
Quark-L 32 512 3x 1074 50
Quark-H 24 96 1.5x107* 50
Quark-G 64 1,024 1x1074 30
Atom-B 8 1,024 1.5x107% 50
Atom-L 16 1,024 1.5 x 1074 50
Atom-H 64 1,024 1.5x107% 50
Molecule-B 32 2,048 5x 1074 50
Molecule-L 32 1,024 3 x10~¢ 30
Molecule-H 32 512 1x107% 50

The data-fraction experiments use this setup to examine how downstream transfer changes with data vol-
ume at a fixed encoder size. These runs retain 10%, 20%, or 50% of the corresponding window streams
under a 50-epoch schedule. Larger fractions therefore increase both the number of training windows and
the number of optimization updates. Appendices B and C give the subsampling and evaluation settings.

5 Evaluation

5.1 Evaluation setup

Following the evaluation framework of OmniEEG-Bench [25], we evaluate transfer on a subset of 23 classi-
fication tasks covering clinical EEG, motor imagery, evoked responses, emotion, sleep staging, and subject
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traits. Full fine-tuning (Full-FT) measures performance after updating the encoder and task head; linear
probing (LP) evaluates a readout from frozen features. All downstream evaluations use at most 40 training
windows per subject—class pair, retaining all validation and test windows. Scores are averaged over seeds
42, 10, and 5. We compare overall performance by mean balanced accuracy, then use within-task ranks
and individual task results to examine the breadth of the advantage. Appendix C lists task inputs and splits;
Appendix C gives optimization settings.

The comparison includes 16 pretrained baseline encoders. The released LaBraM Base [1] provides a
reference for scaling the original approach. The other baselines are BENDR [26], BIOT [27], CBraMod [2],
BrainOmni [8], NeuroGPT [28], NeuroLM [5], EEGMamba [7], FEMBA Base [6], CSBrain [9], Code-
Brain [10], REVE Base and Large [4], and LUNA Base, Large, and Huge [3]. Full-FT also includes EEG-
Net [29], EEGConformer [30], and a randomly initialized LaBraM Base as references for learning from
scratch.

Unstarred extension comparisons use the last evaluated full-data checkpoints. Within each downstream
fit, validation balanced accuracy selects the epoch. Seed42 test performance selects hyperparameters, which
are then reused for seeds 10 and 5. For each model and task, LP reports the available Pooled or No-pool
readout with the higher three-seed test mean, preferring Pooled on ties; SleepEDF uses Pooled.

5.2 Full fine-tuning

The scaled LaBraM encoders lead both mean balanced accuracy and average task rank under Full-FT (Fig-
ure 4). Atom-L* reaches 59.05%, exceeding REVE Large, the strongest baseline EEG foundation model,
by 3.61 percentage points. The advantage also holds at the last evaluated checkpoints: Molecule-H reaches
58.02%, while Atom-L achieves 57.07% with 46.3 million parameters. Strong Full-FT performance there-
fore extends to the Large encoder, alongside the larger Huge models.

The task rankings show how this improvement extends across the benchmark. Extension configurations
occupy the first eight positions by average task rank. Atom-L* leads at 8.74, and Molecule-H ranks second at
9.30; the strongest baseline by this measure, REVE Base, has an average rank of 14.72. Agreement between
the two rankings supports a broad transfer advantage, with the remaining task-level differences examined in
Section 5.4.

5.3 Linear probing

The gains carry over to frozen-feature transfer, with a different ordering among the leading encoders (Fig-
ure 5). Quark-G leads LP at 54.33% mean balanced accuracy, 1.24 percentage points above CodeBrain, the
strongest baseline at 53.08% [10]. It also has the best average task rank at 8.63. Atom-H* and Atom-L*
remain close in mean score at 54.25% and 54.09%. These checkpoints improve LP over their last evaluated
counterparts, although they were selected using Full-FT scores.

Stronger LP performance does not necessarily imply stronger Full-FT performance. CodeBrain, for exam-
ple, exceeds REVE Large in LP (53.08% versus 52.26%) and trails it in Full-FT (53.21% versus 55.44%).
Across the 26 distinct pretrained encoders, 80 of 325 model pairs (24.6%) reverse order between the two
settings (Appendix E.1). Full-FT also reaches a higher observed performance ceiling on this benchmark:
the best evaluated configuration scores 59.05%, compared with 54.33% under LP.

Average pooling can suppress task-relevant information by collapsing patch features across channels and
time. No-pool avoids this aggregation by retaining the ordered patches for a larger linear classifier, raising
mean balanced accuracy from 44.74% to 49.61% (+4.87 points) across 26 models evaluated on the same
22 tasks. We further hypothesize that larger, stronger encoders learn more general representations whose
alignment with a specific downstream task is more demanding. These representations may require more
substantial task-specific reorganization to realize their potential. Full-FT can make such adjustments by
updating the encoder, whereas LP relies on a fixed representation.
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* Checkpoint with the highest evaluated mean Full-FT score for that model.

Figure 4. Full-FT ranked by mean balanced accuracy (left) and average task rank (right) across 32 configurations and
23 tasks. Stars mark checkpoints selected by mean Full-FT score: Atom-B* (ep19), Atom-L* (ep29), and Atom-H*
(ep19). Ties receive average ranks. The strongest baseline by mean score is REVE Large [4].

5.4 Task-level differences

The individual task results show both the breadth and the concentration of the gains (Figure 6). Atom-L*
exceeds REVE Large on 17 of 23 Full-FT tasks, with its largest gains on TUEV (+24.17 points), EEGDe-
noiseNet (+19.39), and HMC (+12.79). It trails on six tasks. For LP, Quark-G exceeds CodeBrain on 13
tasks and trails on ten. Its largest gains are on BETA SSVEP (+19.73 points), ISRUC S3 (+13.65), and
Monitoring ErrP (+11.55), while TUSL and SEED remain weaknesses.

To assess the advantage over small models trained from scratch, we use the higher three-seed mean bal-
anced accuracy of EEGNet and EEGConformer as the Full-FT reference for each task (Table 29). The
released LaBraM Base exceeds it on 10 of 23 tasks. Among the 16 baseline EEG foundation models, REVE
Base and Large lead with 12 wins each. Atom-L and Molecule-H each win on 16 tasks; Atom-L ties on
one and trails on six, while Molecule-H trails on seven. Molecule-H retains all 12 wins of REVE Large and
adds AD65, SEED-1V, HMC, and EEGDenoiseNet.
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Figure 5. LP ranked by mean balanced accuracy (left) and average task rank (right) across 29 configurations of 26
pretrained models and 23 tasks. Stars use the Full-FT-selected EEG checkpoints. Each task uses the higher three-seed
mean of the available Pooled and No-pool readouts.

5.5 Pretraining data, encoder size, and downstream performance

The model comparisons can also be viewed in terms of encoder size and pretraining hours (Figure 7).
Atom-L* reaches 59.05% in Full-FT with 46.3M parameters and 49,628 hours, compared with 55.44% for
REVE Large at 390M parameters and 61,415 hours. The last evaluated Atom-L checkpoint reaches 57.07%.
Both comparisons favor Atom-L with a smaller encoder and fewer pretraining hours.

LP places the leading models much closer together despite large differences in size. Quark-G reaches
54.33% with 1.97B parameters and 25,067 pretraining hours; Quark-L reaches 53.98% with 46.3M param-
eters on the same collection. CodeBrain reaches 53.08% with 13.6M parameters and approximately 9,246
hours. Quark-L thus approaches Quark-G’s LP score with a much smaller encoder, while CodeBrain remains
competitive with a smaller model and corpus.
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a Full-FT b Linear probing
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BCIC IV-1 O~ -3.67 +1.00
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Balanced-accuracy difference (pp); positive values favor the extension model.

Tasks follow Full-FT gain order. LP uses the better available readout for each model and task.

Figure 6. Task-level score differences between the leading extension configuration and baseline by mean score in each
setting. Positive values favor the extension. The Full-FT panel uses Atom-L*; both panels cover 23 tasks.

6 Discussion

Scaling encoder capacity produces consistent Full-FT gains across the three data versions. The benefit of ad-
ditional pretraining hours is more dependent on capacity, with fraction sweeps suggesting a saturation region
for each model size. Training trajectories reveal a further limit: continued improvement on the pretraining
objective can accompany declining downstream performance.

6.1 Model size

Increasing encoder capacity improves Full-FT within each pretraining collection (Figure 8). At the last
evaluated checkpoints, Full-FT increases from Base to Huge by 1.60 points for Quark, 2.63 for Atom, and
2.68 for Molecule. Quark-G extends this trend to 57.22%, 2.71 points above Quark-H.

The same size comparisons give less consistent gains under LP. Quark falls from 53.98% at Large to
52.37% at Huge, Atom-L and Atom-H are nearly tied at 53.53% and 53.54%, and Molecule improves from
Base to Huge. Capacity therefore benefits Full-FT more consistently than frozen-feature transfer in these
runs. This pattern is consistent with the distinction in Section 5.3: increasing capacity can improve per-
formance after task-specific adaptation without a corresponding gain in the linear accessibility of frozen
features.
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Encoder size and downstream performance
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Figure 7. Encoder size versus Full-FT (top) and LP (bottom) performance, including the three Full-FT-selected Atom
references (*). Dashed lines mark the highest baseline score; LP uses a broken vertical axis.

6.2 Pretraining data duration

At a fixed encoder size, the data versions provide a first comparison of pretraining corpus duration. Atom
and Molecule exceed Quark in Full-FT at each shared size. Molecule improves over Atom at Base and Huge,
and falls slightly below it at Large (56.70% versus 57.07%).

At Base size, random initialization and the released LaBraM provide two further references for these
recipes. Quark-B, Atom-B, and Molecule-B reach 52.91%, 54.74%, and 55.34% Full-FT, all above the
randomly initialized Base encoder at 44.70%. Against the released LaBraM Base at 53.37%, Atom-B and
Molecule-B improve by 1.37 and 1.97 points, while Quark-B is 0.46 points lower.

The reduced-data Atom runs also outperform Quark at the same encoder sizes. With 10%, 20%, and 50%
of Atom, corresponding to approximately 4,963, 9,926, and 24,814 hours, Atom-B reaches 54.54%, 53.40%,
and 56.00% Full-FT, while Atom-L reaches 54.98%, 55.26%, and 57.15%. All six scores exceed their Quark
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Pretraining duration and downstream performance
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Figure 7. Pretraining duration versus Full-FT (top) and LP (bottom) performance. Published durations include esti-
mates and lower bounds (EEG and MEG for BrainOmni). NR: not reported; Atom-L/H labels two nearly coincident
LP points.

counterparts trained on 25,067 hours (52.91% for Base and 53.50% for Large). Atom-L approaches REVE
with 10-20% of Atom; at 50%, both Atom sizes exceed REVE Base and Large (55.32% and 55.44%),
pretrained on 61,415 hours [4].

A possible explanation is the breadth of Atom’s pretraining sources. Its pool spans 521 datasets, compared
with 9 for Quark and 92 for REVE [4]. Sampling windows across this broader pool may expose the encoder
to more varied tasks and recording conditions, improving transfer even with fewer recording hours. This
interpretation is consistent with OmniEEG-Bench, which reports an association between more pretraining
datasets and stronger downstream rankings under LP [25].

Within each collection, the fraction sweeps also show that gains from additional hours can level off or
reverse (Figure 9). Molecule-B is strongest at 20% data, approximately 16,000 hours: its Full-FT score falls
from 56.35% there to 55.34% on the full collection, and LP falls from 53.09% to 51.71%. Atom-B peaks
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Figure 8. Performance by data version and encoder size at the last evaluated checkpoints. Full-FT improves with
capacity within each version; selected-readout LP varies less consistently. The dashed line marks the randomly ini-
tialized Base Full-FT result.

later, at 50% data (approximately 24,800 hours), before both scores decline. Atom-L’s Full-FT is nearly
unchanged between 50% and 100% data, approximately 24,800—49,600 hours (57.15% versus 57.07%),
although LP improves over this interval.

—@— Full-FT =:0= Selected-readout LP
a Molecule-B b Atom-B ¢ Atom-L
58 57.07
g 56
Q
<L() 53.53
54 .
ﬂg O. _.==0
3 O.-.-- --‘-—-
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= 52
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10 20 50 100 10 20 50 100 10 20 50 100
Retained data (%) Retained data (%) Retained data (%)

Figure 9. Full-FT and selected-readout LP across retained data fractions. Each series uses a 50-epoch schedule, so

the fraction also changes the number of training updates. Full-data references use the same checkpoints as the main
comparisons.

These sweeps use 50 epochs, so increasing the data fraction also increases optimizer updates. Hours
are approximated by multiplying each collection’s duration by the retained fraction. The curves therefore
describe the combined effect of corpus size and training exposure under this schedule. Their turning regions
motivate a closer look at how the useful amount of data depends on encoder capacity.
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6.3 Capacity-dependent data saturation

At the sampled fractions, Base shows a decline where Large maintains similar Full-FT performance. This
suggests that a fixed-size encoder has a saturation region and that larger encoders can benefit from more
pretraining data. The broad spacing between fractions leaves the peak durations uncertain. A shared Full-
FT response provides an estimate between the observed points, with duration normalized as u = H /H,.(P):

~ 2u H P K
Si(H)=A;+ B——= = — HP)=K|—-—] . 1
) =Ai+ B U= gpy (P) <5.8><106> M
Here H is corpus duration without epoch repetition, P counts encoder parameters, and ¢ identifies a model—
collection series. The three series share amplitude B > 0 and response shape, with separate levels A;. The
response rises below v = 1 and falls above it, balancing two fixed power terms in % and u~!.

Fitting the 12 Full-FT observations gives the following rounded peak-duration relation and its inverse:

0.292
H*(P) ~ 22,100 (58)(106> hourS,
H )1/0.292 (2)

Per(H) ~58x 100 [
rer(H) 7 5.8 x 10 <22,100h0urs

The fit places the Base peak near 22,000 hours and the Large peak near 40,000 hours. This empirical
scaling hypothesis links Base and Large; its inverse maps duration to encoder size along the same fitted
peak relation. Atom-B’s 20% point receives weight 0.25, and the Large peak is restricted to 24,814-49,628
hours. Appendix [ gives the fitting assumptions and sensitivity checks.

6.4 The gap between pretraining and downstream evaluation

Lower pretraining loss does not imply stronger downstream performance. Full-FT can peak before the last
evaluated checkpoint (Figure 10). Atom-L illustrates this directly: between ep29 and ep49, its loss decreases
from 6.214 to 6.079 while Full-FT falls from 59.05% to 57.07%. Molecule-L shows a similar loss of about
two Full-FT points during continued loss reduction, with declines on 16 of 23 tasks. The deterioration
therefore extends across much of its downstream task profile.

The gap also appears in frozen features. Between ep9 and ep49, Molecule-B’s loss falls from 8.322 to
7.949, while selected-readout LP declines from 52.98% to 51.71%. The aligned FT and LP trajectories in
Figure 10 show that this mismatch occurs both when the encoder is frozen and when it is fully fine-tuned.

Further optimization can produce lower pretraining loss and worse downstream performance. Training
loss alone is therefore insufficient for choosing a training duration or a transfer checkpoint; both choices
require downstream evaluation. Appendix G provides the complete recorded trajectories.

7 A Shared Language-Model Readout for EEG Tasks

NeuroLLM [5], UniMind [11], and GVG [12] explore unified EEG decoding across multiple tasks using lan-
guage or multimodal language models. Inspired by these studies, we examine whether the gains from scaling
LaBraM extend to a shared model trained jointly on all 23 tasks. This evaluation compares pretraining col-
lections, EEG encoder capacities, and language-model sizes.

7.1 Connecting frozen EEG features to Qwen3

A shared Qwen3 readout [31] classifies all 23 tasks from frozen EEG features. Task prompts specify the prob-
lem and candidate labels. Channel-averaged features are standardized with training-split statistics, pooled
or interpolated to 32 tokens, and mapped to Qwen3’s input dimension by a two-layer MLP. Inference selects
the highest-scoring textual class candidate.
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Figure 10. Pretraining loss (top), Full-FT (middle), and selected-readout LP (bottom) along four pretraining runs.
Atom-B’s loss ends at ep47; its downstream results extend to ep49.

Joint training updates the projector and LoRA adapters [32], keeping the EEG encoder and Qwen3 base
weights frozen. Training uses the same 40-window subject—class cap as the single-task evaluations. Mean
validation balanced accuracy selects one shared checkpoint per seed for full-test evaluation. Appendix H
gives settings, splits, sample counts, and per-task scores with seed variability.

7.2 Data, encoder, and language-model scale

We pair ten EEG encoders with Qwen3-0.6B, 1.7B, 4B, 8B, 14B, and 32B: 60 configurations with three
seeds each (Figure 11).

Pretraining data and EEG encoder capacity show complementary trends in joint classification. Moving
from Quark’s 25,067 hours to Atom’s 49,628 hours improves performance in all 18 comparisons at matched
EEG and Qwen3 sizes. With Molecule’s 79,910 hours, further gains over Atom occur in five of six Huge
comparisons and three of six Large comparisons, while Base performs worse throughout. The encoder
comparisons reinforce this pattern: at a fixed pretraining collection and Qwen3 size, Huge (369M) outper-
forms Base (5.8M) in 16 of 18 comparisons. For Molecule, performance increases from Base through Large
(46.3M) to Huge at all six Qwen3 sizes, with an average Base-to-Huge gain of 2.44 points.

Encoder orderings can change when moving from linear probing to joint EEG-LLM decoding. Quark-G

15



LaBraM at Scale Technical Report

Quark Atom Molecule
25,067 h 49,628 h 79,910 h
51
2 50
g
S A
3
3 49
© | |
e
[0}
(8]
c
S48
[]
o
C
3]
[0}
S 47
46
0.6 1.7 4 8 14 32 0.6 1.7 4 8 14 32 0.6 1.7 4 8 14 32
Qwen3 parameters (billions, log scale)
-O—- Base/5.8M —m— Large/46.3M —a— Huge / 369M =e= Giant/1.97B

Figure 11. Joint classification across 23 EEG tasks with ten encoders and six Qwen3 sizes. Panels compare pretraining
collections; curves distinguish encoder sizes. Scores are three-seed means on a shared vertical scale.

(1.97B) scores higher than Quark-H under Pooled LP (51.11% versus 48.05%), yet exceeds it in only one of
the six Qwen3 settings. Larger language-model readouts also give inconsistent gains: every EEG encoder
reaches its highest measured mean with Qwen3-8B or smaller, and Qwen3-32B exceeds 0.6B for only two
of the ten encoders. Molecule-H with Qwen3-8B achieves the highest mean, 50.50 & 2.17%.

The Pooled/No-pool results in Section 5.3 offer a possible explanation for the limited return from a larger
readout. Retaining individual patches improves LP over average pooling. Here, channel features are also
averaged, although a temporal sequence of 32 tokens is retained. Qwen3 therefore lacks direct access to
the individual channel tokens, and the frozen EEG encoder cannot adjust its features during joint training.
Information retention and feature adaptation may thus limit how much additional language-model capacity
helps.

The clearest gains in joint decoding come from combining larger EEG pretraining collections with greater
encoder capacity. The LP comparisons suggest that preserving EEG structure and improving its adaptation
to the shared readout are important for realizing these gains; increasing LLM parameters alone provides no
consistent improvement.

8 Conclusion

Scaling pretraining data and encoder capacity while retaining LaBraM’s core encoder and objective yields
strong downstream representations. Across 23 tasks, Atom-L* leads Full-FT at 59.05% and Quark-G leads
LP at 54.33%; both also lead average task rank. Against the better of EEGNet and EEGConformer on each
task, Atom-L and Molecule-H each win on 16 of 23 Full-FT tasks, compared with at most 12 for a baseline
EEG foundation model.

The benefits of capacity depend on downstream adaptation. Increasing encoder size improves Full-FT
more consistently than LP, and higher LP scores do not guarantee higher Full-FT performance. No-pool’s
gains over average pooling suggest that retaining patch structure helps make frozen features useful to down-
stream tasks. The FT/LP ordering differences further support evaluating both linear accessibility and task-
specific adaptation when judging the value of a pretrained encoder.
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Data breadth and duration also shape the gains from pretraining. The reduced-data Atom results suggest
that source diversity may improve data efficiency, while the fraction sweeps indicate a saturation region
at fixed encoder capacity. The Full-FT fit for Base and Large gives H, oc P%2%2 and places the peaks
near 22,000 and 40,000 hours, respectively, providing an empirical hypothesis for matching data duration to
capacity (Equation 2). Continued optimization introduces a further limit: Full-FT and LP can decline while
pretraining loss keeps falling. Training duration and checkpoint selection therefore require downstream
evaluation.

Joint EEG-LLM decoding extends this dependence on adaptation to a shared readout. Larger EEG col-
lections and encoders show complementary gains, while increasing Qwen3 size provides no consistent im-
provement. All ten encoders reach their highest mean with 8B or smaller, and Molecule-H with Qwen3-8B
leads at 50.50%. The ordering changes between Pooled LP and joint decoding, together with the pooling
analysis, suggest that information preservation and feature adaptation may limit the benefit of additional
language-model capacity.

LaBraM’s performance supports expanding an established EEG pretraining design as a route to stronger
foundation models. Further progress is likely to come from matching data breadth and duration to encoder
capacity, and improving how the resulting representations are preserved and adapted for downstream tasks.
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A Pretraining Datasets
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unresolved aliases are labeled explicitly. The accompanying CSV files contain full source metadata, record-
ing hours, and training-window counts.
Table 5. Pretraining datasets, source links, and recording hours used in each collection.

Dataset or accession Source Quark (h) Atom (h) Molecule (h)

Named datasets and other repositories

Alljoined Data; [19] 370.96 - 461.03
BCI-IV-2a Data; [33] - 7.82 18.23
BCIC2020_3 Data; [34] - 5.00 5.00
CHB-MIT Data; [15] - 991.45 1,963.72
EEGMAT Data; [35] - 1.44 2.37
EEGMMIDB Data; [36] - 16.14 22.52
EEGWorkload Data 1; Data 2; [35]F - 1.68 -
FACED Data; [37] - 17.01 30.33
figshare_ 12636731 Data; [38] - 3.53 20.56
figshare_13067018 Data - 17.96 14.79
figshare_14709420 Data; [39] - 103.91 80.45
figshare_14891607 Data; [40] - 20.54 20.45
figshare_16840351 Data; [41] - 0.22 2.49
figshare_21644429 Data; [42] - 1.34 76.45
figshare_22647313 Data; [43] - 10.01 10.70
figshare_23641092 Code; [44]F - 0.08 0.02
figshare_23677098 Data; [45] - 43.45 31.55
figshare_24485689 Data - 63.87 66.04
figshare 24631257 Data - 5.29 14.37
figshare 24760827 Data; [46] - 61.88 48.97
figshare_25360300 Data; [47] - 75.69 176.46
figshare_25583334 Data; [48] - 4.80 12.67
figshare_26943565 Data - 47.64 46.70
figshare_28408334 Data; [49] - 41.34 24.41
figshare_28452131 Data; [50] - 55.98 37.59
figshare_28831730 Data; [51] - 30.34 30.88
figshare_29264621 Data; [52] - 13.14 13.12
figshare_29902325 Data; [53] - 5.23 7.14
figshare_5418967 Data; [54] - 34.58 32.00
figshare_5616304 Data; [55] - 28.87 27.70
figshare_6427334 Data; [56] - 11.20 80.00
figshare_7016369 Data; [57] - 23.45 19.44
figshare_7658315 Data; [58, 59] - 75.03 59.11
self-collected dataset 27.74 27.74 21.67
HMC Data; [16] 740.88 17.35 1,141.80
I-CARE Data; [14] - 1,657.46 28,583.16
ISRUC_S3 Data; [60] - 23.89 74.07
mendeley_j2v7btchdy Data - 2.96 2.98
mendeley_yj52xrfgtz Data - 5.99 5.47
MOABB_AlexMI Data; [61] - 0.54 1.10
MOABB_BI2014a Data; [62] - 7.47 11.87
MOABB_BNCI2014_004 Data; [63] - 14.48 26.26
MOABB_BNCI2014_008 [64] - 1.49 3.02
MOABB_BNCI2014_009 [65] - 0.93 1.60
MOABB_BNCI2015_001 [66] - 11.29 16.68
MOABB_BNCI2015_003 [67] - 0.55 0.80
MOABB_BNCI2015_004 [68] - 7.74 13.75
MOABB_Cho2017 [69] - 12.60 19.99
MOABB_Dreyer2023 [70] - 16.29 61.96
MOABB_EPFLP300 [71] - 1.40 3.00
MOABB_Lee2019_MI [72] - 5.59 42.62
MOABB_Lee2019_SSVEP [72] - 4.53 40.24
MOABB_Liu2024 [73] - 2.67 4.44
MOABB_MAMEMI1 Data; [74] - 5.50 5.68
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https://huggingface.co/datasets/Alljoined/Alljoined-1.6M
https://www.bbci.de/competition/iv/
https://osf.io/pq7vb/
https://physionet.org/content/chbmit/1.0.0/
https://physionet.org/content/eegmat/1.0.0/
https://physionet.org/content/eegmmidb/1.0.0/
https://physionet.org/content/eegmat/1.0.0/
https://arxiv.org/html/2409.00101
https://www.synapse.org/Synapse:syn50614194
https://kilthub.cmu.edu/articles/dataset/Ultra_high-density_EEG_recording_of_interictal_migraine_and_controls_sensory_and_rest/12636731
https://su.figshare.com/articles/dataset/Open_data_The_early_but_not_the_late_neural_correlate_of_auditory_awareness_reflects_lateralized_experiences/13067018
https://uvaauas.figshare.com/articles/dataset/Raw_EEG_dataset_for_manuscript_Preserved_sensory_processing_but_hampered_conflict_detection_when_stimulus_input_is_task-irrelevant/14709420
https://su.figshare.com/articles/dataset/Open_data_Electrophysiological_correlates_of_in-vivo_and_virtual_reality_therapy_in_spider_phobia/14891607
https://orda.shef.ac.uk/articles/dataset/EEG_Data_for_Electrophysiological_signatures_of_brain_aging_in_autism_spectrum_disorder_/16840351
https://figshare.com/articles/dataset/EEG_Dataset_for_Immediate_effects_of_short-term_meditation_on_sensorimotor_rhythm-based_brain_computer_interface_performance_/21644429
https://figshare.com/articles/dataset/SIS-during-natural-dialogue-Data/22647313
https://figshare.com/articles/software/Code_for_An_open_dataset_for_human_SSVEPs_in_the_frequency_range_of_1-60_Hz_/23641092
https://kilthub.cmu.edu/articles/dataset/EEG-BCI_Dataset_for_Motor_Imagery_and_Overt_Spatial_Attention_EEG-BCI_Control/23677098
https://springernature.figshare.com/articles/dataset/EEGET-ALS_Dataset/24485689
https://data.dtu.dk/articles/dataset/dual-EEG_and_behavioural_data/24631257
https://figshare.com/articles/dataset/An_EEG_Dataset_of_Neural_Signatures_in_a_Competitive_Two-Player_Game_Encouraging_Deceptive_Behavior/24760827
https://kilthub.cmu.edu/articles/dataset/EEG-BCI_Dataset_for_Continuous_Tracking_using_Deep_Learning-based_Decoding_for_Non-invasive_Brain-Computer_Interface_/25360300
https://figshare.com/articles/dataset/tFUS-EEG-BCI_mVEP_Speller_Dataset_for_Transcranial_Focused_Ultrasound_to_V5_Enhances_Human_Visual_Motion_Brain-Computer_Interface_by_Modulating_Feature-Based_Attention_/25583334
https://figshare.com/articles/dataset/EEGET-RSOD/26943565
https://data.dtu.dk/articles/dataset/Task-dependent_Modulation_Masking_of_4_Hz_Envelope_Following_Responses_10_1162_jocn_a_02309_-_DATA_-_EEG_and_psychoacoustics/28408334
https://kilthub.cmu.edu/articles/dataset/EEG-BCI_Dataset_for_Continuous_Reaching_and_Grasping_with_a_BCI_Controlled_Robotic_Arm_in_Healthy_and_Stroke-Affected_Individuals_/28452131
https://figshare.com/articles/dataset/A_Multi-Paradigm_EEG_Dataset_for_Studying_Upper_Limb_Rehabilitation_Exercises_Raw_EEG_Dataset/28831730
https://kilthub.cmu.edu/articles/dataset/EEG-fMRI_Dataset_for_A_Whole-Brain_EEG-Informed_fMRI_Analysis_Across_Multiple_Motor_Conditions/29264621
https://figshare.com/articles/dataset/Familiarization_with_Unknown_Music_EEG_Dataset/29902325
https://su.figshare.com/articles/dataset/Open_data_for_Eklund_R_Wiens_S_2018_Visual_Awareness_Negativity_is_an_early_neural_correlate_of_awareness_A_preregistered_study_with_two_Gabor_sizes_Cognitive_Affective_Behavioral_Neuroscience_doi_10_3758_s13415-018-0562-z/5418967
https://su.figshare.com/articles/dataset/Open_data_Cascade_and_no-repetition_rules_are_comparable_controls_for_the_auditory_frequency_mismatch_negativity_in_oddball_tasks/5616304
https://figshare.com/articles/dataset/Multi-channel_EEG_recordings_during_a_sustained-attention_driving_task/6427334
https://su.figshare.com/articles/dataset/Open_data_Frequency_mismatch_negativity_and_visual_load/7016369
https://su.figshare.com/articles/dataset/Open_data_Data_on_the_auditory_duration_mismatch_negativity_for_different_sound_pressure_levels_and_visual_perceptual_loads/7658315
https://physionet.org/content/hmc-sleep-staging/
https://physionet.org/content/i-care/
https://sleeptight.isr.uc.pt/?page_id=48
https://data.mendeley.com/datasets/j2v7btchdy/1
https://data.mendeley.com/datasets/yj52xrfgtz/1
https://doi.org/10.5281/zenodo.806022
https://doi.org/10.5281/zenodo.3266223
https://www.bbci.de/competition/iv/desc_2b.pdf
https://figshare.com/articles/dataset/2068677
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Table 5. Pretraining datasets, sources, and recording hours (continued).

Dataset or accession Source Quark (h) Atom (h) Molecule (h)
MOABB_MAMEM?2 Data; [74] - 2.74 4.97
MOABB_MAMEM3 Data; [74] - 2.35 4.59
MOABB_Nakanishi2015 [75] - 1.18 2.12
MOABB_Ofner2017 [76] - 8.00 26.93
MOABB_Schirrmeister2017 [77] - 16.20 28.65
MOABB_Shin2017A [78] - 8.43 14.55
MOABB_Wang2016 [79] - 8.49 14.50
MOABB_Weibo2014 [80] - 7.79 -
Mumtaz2016-MDD Data; [81] - 12.86 32.62
NeuroLM/confidence-figure [82]F - 25.60 25.24
NeuroLM_smallsets/angersurprise [83]F - 44.46 40.12
NeuroLM_smallsets/bcicompetitioniv1 Data; [84] - 8.19 8.21
NeuroLM_smallsets/confidence-text [85]F - 46.48 43.28
NeuroLLM_smallsets/emobrain [86] - 491 3.27
NeuroLM_smallsets/grasplifteeg [87] - 11.22 11.74
NeuroLM_smallsets/inriabcichallenge Data; [88] - 29.67 29.98
NeuroLM_smallsets/luoshuaiart [89]F - 23.76 22.63
NeuroLM_smallsets/raweegdata Data; [90] - 34.19 33.42
NeuroLM_smallsets/restingstate Data; [91] - 2.96 3.03
NeuroLM_smallsets/spisrestingstate Data; [92] - 0.80 0.84
OSF_4fpru Data; [93] - 0.76 0.76
OSF_epu3r Data; [94] - 62.44 -
OSF_q3u7j Data; [95] - 4.90 28.70
SEED Data; [21] 15.52 8.84 -
SEED-DV Data; [96] - 21.23 -
SEED-IV Data; [22] 18.17 8.94 18.17
SEED-SD Data; [97] - 200.58 -
SEED-V Data; [23] 13.48 8.93 13.44
SEED-VIG Data; [98] - 45.23 -
SEED-VII Data; [24] 43.26 8.85 43.26
SEED_FRA Data; [99] - 25.46 15.86
SEED_GER Data; [99] - 25.99 13.80
SEED_OIL Unresolved - 23.99 14.77
SHU_MI Data; [100] - 9.03 -
Siena Data; [101] - 47.53 165.57
SparrKULee Data; [102] - 154.93 154.27
THINGS-EEG1 Data; [103] - 91.73 32.99
THINGS-EEG2 Data; [20] 183.78 - 228.22
TUH Data; [13] 23,653.42 22,554.14 22,158.28
OpenNeuro

ON_ds001785 Data - 24.21 21.65
ON_ds001787 Data - 27.55 26.91
ON_ds001810 Data - 181.97 3.69
ON_ds001849 Data - 20.56 20.46
ON_ds001971 Data - 39.41 39.39
ON_ds002034 Data; [104] - 35.63 35.51
ON_ds002094 Data - 19.53 19.28
ON_ds002158 Data; [105] - 21.01 17.08
ON_ds002218 Data - 16.48 16.44
ON_ds002336 Data; [106] - 5.73 5.70
ON_ds002338 Data; [107]t - 8.26 8.38
ON_ds002578 Data - 1.45 1.45
ON_ds002680 Data - 11.71 11.97
ON_ds002691 Data - 3.90 3.92
ON_ds002718 Data; [108]F - 8.23 8.24
ON_ds002720 Data; [109]f - 18.40 18.60
ON_ds002721 Data; [110]f - 26.01 26.19
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https://figshare.com/articles/dataset/3153409
https://figshare.com/articles/dataset/3413851
https://figshare.com/articles/dataset/EEG_Data_New/4244171
https://www.bbci.de/competition/iv/desc_1.html
https://www.kaggle.com/competitions/inria-bci-challenge
https://doi.org/10.18738/T8/SS2NHB
https://doi.org/10.18738/T8/EG0LJI
https://github.com/mastaneht/SPIS-Resting-State-Dataset
https://osf.io/4fpru/
https://osf.io/epu3r/
https://osf.io/q3u7j/
https://bcmi.sjtu.edu.cn/home/seed/seed.html
https://bcmi.sjtu.edu.cn/home/eeg2video/
https://bcmi.sjtu.edu.cn/home/seed/seed-iv.html
https://bcmi.sjtu.edu.cn/home/seed/seed-SD.html
https://bcmi.sjtu.edu.cn/home/seed/seed-v.html
https://bcmi.sjtu.edu.cn/home/seed/seed-vig.html
https://bcmi.sjtu.edu.cn/home/seed/seed-vii.html
https://bcmi.sjtu.edu.cn/home/seed/seed-FRA.html
https://bcmi.sjtu.edu.cn/home/seed/seed-GER.html
https://doi.org/10.7910/DVN/7CKTSW
https://physionet.org/content/siena-scalp-eeg/1.0.0/
https://doi.org/10.48804/K3VSND
https://openneuro.org/datasets/ds003825
https://osf.io/3jk45/
https://isip.piconepress.com/projects/nedc/html/tuh_eeg/
https://openneuro.org/datasets/ds001785
https://openneuro.org/datasets/ds001787
https://openneuro.org/datasets/ds001810
https://openneuro.org/datasets/ds001849
https://openneuro.org/datasets/ds001971
https://openneuro.org/datasets/ds002034
https://openneuro.org/datasets/ds002094
https://openneuro.org/datasets/ds002158
https://openneuro.org/datasets/ds002218
https://openneuro.org/datasets/ds002336
https://openneuro.org/datasets/ds002338
https://openneuro.org/datasets/ds002578
https://openneuro.org/datasets/ds002680
https://openneuro.org/datasets/ds002691
https://openneuro.org/datasets/ds002718
https://openneuro.org/datasets/ds002720
https://openneuro.org/datasets/ds002721
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Table 5. Pretraining datasets, sources, and recording hours (continued).

Dataset or accession Source Quark (h) Atom (h) Molecule (h)
ON_ds002722 Data; [109]t - 22.75 22.86
ON_ds002723 Data; [111]F - 10.40 10.46
ON_ds002724 Data; [109]% - 28.49 28.57
ON_ds002725 Data; [112]% - 22.41 22.34
ON_ds002778 Data; [113] - 2.44 2.51
ON_ds002791+ds003420 Data 1; Data 2 - 13.41 13.13
ON_ds002814 Data - 19.01 18.86
ON_ds002833+ds003421 Data 1; Data 2 - 11.63 11.49
ON_ds003004 Data; [114]F - 28.96 28.99
ON_ds003039 Data; [115]F - 13.68 13.69
ON_ds003061 Data - 4.21 4.23
ON_ds003190 Data - 39.12 39.12
ON_ds003194 Data - 7.09 7.14
ON_ds003195 Data - 4.59 4.63
ON_ds003458 Data - 5.90 5.34
ON_ds003474 Data; [116]7 - 36.40 17.17
ON_ds003478 Data - 2291 13.11
ON_ds003490 Data - 12.64 12.24
ON_ds003506 Data; [117]F - 20.59 17.11
ON_ds003509 Data; [118]F - 48.41 45.98
ON_ds003516 Data; [119]t - 13.54 13.52
ON_ds003517 Data; [120] - 12.95 12.90
ON_ds003518 Data; [121]% - 86.40 83.26
ON_ds003519 Data; [122]% - 12.88 12.87
ON_ds003522 Data; [123]f - 33.49 30.35
ON_ds003523 Data; [122]% - 48.80 42.13
ON_ds003555 Data - 104.72 85.96
ON_ds003570 Data; [124] - 18.30 14.42
ON_ds003574 Data - 24.92 24.82
ON_ds003602 Data - 147.94 148.74
ON_ds003620 Data; [125]t - 284.66 -
ON_ds003626 Data; [126]f - 12.91 12.94
ON_ds003638 Data - 40.50 38.98
ON_ds003655 Data - 77.80 77.93
ON_ds003670 Data - 72.66 16.38
ON_ds003690 Data; [127]F - 28.30 27.82
ON_ds003702 Data; [128]f - 40.38 <0.01
ON_ds003710 Data; [129]f - 9.09 9.09
ON_ds003739 Data; [130]f - 20.38 20.11
ON_ds003751 Data - 4.59 3.92
ON_ds003753 Data - 10.06 9.09
ON_ds003766 Data; [131] - 73.40 40.51
ON_ds003768 Data - 59.87 58.13
ON_ds003774 Data - 19.32 7.88
ON_ds003775 Data; [132]F - 10.13 10.13
ON_ds003800 Data - 0.74 0.77
ON_ds003801 Data - 13.68 13.61
ON_ds003810 Data - 5.10 5.20
ON_ds003822 Data - 12.83 12.39
ON_ds003846 Data; [133]F - 22.64 18.96
ON_ds003885 Data; [134] - 53.89 24.96
ON_ds003887 Data - 53.54 23.61
ON_ds003969 Data; [135]% - 66.13 65.05
ON_ds003987 Data - 51.98 51.04
ON_ds004000 Data - 11.97 12.31
ON_ds004010 Data; [136]7 - 26.41 26.35
ON_ds004017 Data - 23.28 10.73
ON_ds004018 Data; [137]F - 0.79 0.79
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https://openneuro.org/datasets/ds002722
https://openneuro.org/datasets/ds002723
https://openneuro.org/datasets/ds002724
https://openneuro.org/datasets/ds002725
https://openneuro.org/datasets/ds002778
https://openneuro.org/datasets/ds002791
https://openneuro.org/datasets/ds003420
https://openneuro.org/datasets/ds002814
https://openneuro.org/datasets/ds002833
https://openneuro.org/datasets/ds003421
https://openneuro.org/datasets/ds003004
https://openneuro.org/datasets/ds003039
https://openneuro.org/datasets/ds003061
https://openneuro.org/datasets/ds003190
https://openneuro.org/datasets/ds003194
https://openneuro.org/datasets/ds003195
https://openneuro.org/datasets/ds003458
https://openneuro.org/datasets/ds003474
https://openneuro.org/datasets/ds003478
https://openneuro.org/datasets/ds003490
https://openneuro.org/datasets/ds003506
https://openneuro.org/datasets/ds003509
https://openneuro.org/datasets/ds003516
https://openneuro.org/datasets/ds003517
https://openneuro.org/datasets/ds003518
https://openneuro.org/datasets/ds003519
https://openneuro.org/datasets/ds003522
https://openneuro.org/datasets/ds003523
https://openneuro.org/datasets/ds003555
https://openneuro.org/datasets/ds003570
https://openneuro.org/datasets/ds003574
https://openneuro.org/datasets/ds003602
https://openneuro.org/datasets/ds003620
https://openneuro.org/datasets/ds003626
https://openneuro.org/datasets/ds003638
https://openneuro.org/datasets/ds003655
https://openneuro.org/datasets/ds003670
https://openneuro.org/datasets/ds003690
https://openneuro.org/datasets/ds003702
https://openneuro.org/datasets/ds003710
https://openneuro.org/datasets/ds003739
https://openneuro.org/datasets/ds003751
https://openneuro.org/datasets/ds003753
https://openneuro.org/datasets/ds003766
https://openneuro.org/datasets/ds003768
https://openneuro.org/datasets/ds003774
https://openneuro.org/datasets/ds003775
https://openneuro.org/datasets/ds003800
https://openneuro.org/datasets/ds003801
https://openneuro.org/datasets/ds003810
https://openneuro.org/datasets/ds003822
https://openneuro.org/datasets/ds003846
https://openneuro.org/datasets/ds003885
https://openneuro.org/datasets/ds003887
https://openneuro.org/datasets/ds003969
https://openneuro.org/datasets/ds003987
https://openneuro.org/datasets/ds004000
https://openneuro.org/datasets/ds004010
https://openneuro.org/datasets/ds004017
https://openneuro.org/datasets/ds004018
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Table 5. Pretraining datasets, sources, and recording hours (continued).

Dataset or accession Source Quark (h) Atom (h) Molecule (h)
ON_ds004019 Data - 19.01 18.62
ON_ds004022 Data - 4.66 4.70
ON_ds004024 Data - 53.90 54.20
ON_ds004040 Data - 25.52 9.73
ON_ds004043 Data; [138]% - 36.41 16.38
ON_ds004067 Data - 58.77 46.24
ON_ds004075 Data - 12.39 12.54
ON_ds004105 Data; [139]F - 26.13 25.40
ON_ds004106 Data; [140]f - 24.31 24.22
ON_ds004118 Data; [141]% - 65.52 65.28
ON_ds004119 Data; [140]F - 19.52 19.32
ON_ds004120 Data; [141]F - 132.93 127.86
ON_ds004121 Data; [141]% - 31.03 28.15
ON_ds004122 Data; [141]% - 45.86 37.83
ON_ds004123 Data; [141]f - 23.09 22.29
ON_ds004147 Data; [142]f - 9.59 9.57
ON_ds004148 Data - 118.44 74.98
ON_ds004151 Data; [143] - 13.27 13.18
ON_ds004152 Data - 11.41 11.43
ON_ds004196 Data; [144] - 1.46 1.46
ON_ds004200 Data; [145]F - 14.08 13.41
ON_ds004252 Data; [146] - 10.67 8.04
ON_ds004256 Data - 42.26 26.71
ON_ds004262 Data - 8.30 8.34
ON_ds004264 Data - 7.41 7.46
ON_ds004279 Data - 53.63 52.58
ON_ds004284 Data - 9.43 8.91
ON_ds004295 Data - 34.27 3291
ON_ds004315 Data - 20.35 21.01
ON_ds004317 Data - 37.68 37.29
ON_ds004324 Data - 11.50 10.90
ON_ds004347 Data; [147] - 6.34 5.18
ON_ds004348 Data; [148]% - 160.90 82.97
ON_ds004350 Data; [149]% - 81.86 30.12
ON_ds004356 Data; [150] - 46.21 38.37
ON_ds004357 Data; [151]F - 11.28 9.47
ON_ds004362 Data - 94.44 48.67
ON_ds004367 Data - 24.74 13.23
ON_ds004381 Data; [152]F - 19.25 11.62
ON_ds004389 Data - 29.90 30.20
ON_ds004395 Data; [17] - 728.70 6,826.75
ON_ds004408 Data - 20.08 18.71
ON_ds004444 Data; [153]% - 55.03 41.56
ON_ds004446 Data; [153]% - 33.22 31.14
ON_ds004447 Data; [153]% - 23.22 17.72
ON_ds004448 Data; [153]% - 4341 42.73
ON_ds004475 Data; [154]f - 26.85 26.87
ON_ds004477 Data - 13.55 11.14
ON_ds004502 Data - 73.79 45.24
ON_ds004504 Data; [155] - 38.61 19.59
ON_ds004505 Data; [156]F - 82.86 30.37
ON_ds004514 Data - 14.59 13.29
ON_ds004515 Data - 20.53 20.57
ON_ds004517 Data - 7.68 7.65
ON_ds004519 Data; [157] - 59.17 39.50
ON_ds004520 Data; [158] - 49.02 32.73
ON_ds004521 Data; [158] - 50.31 33.59
ON_ds004532 Data; [121]F - 49.44 48.79
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https://openneuro.org/datasets/ds004019
https://openneuro.org/datasets/ds004022
https://openneuro.org/datasets/ds004024
https://openneuro.org/datasets/ds004040
https://openneuro.org/datasets/ds004043
https://openneuro.org/datasets/ds004067
https://openneuro.org/datasets/ds004075
https://openneuro.org/datasets/ds004105
https://openneuro.org/datasets/ds004106
https://openneuro.org/datasets/ds004118
https://openneuro.org/datasets/ds004119
https://openneuro.org/datasets/ds004120
https://openneuro.org/datasets/ds004121
https://openneuro.org/datasets/ds004122
https://openneuro.org/datasets/ds004123
https://openneuro.org/datasets/ds004147
https://openneuro.org/datasets/ds004148
https://openneuro.org/datasets/ds004151
https://openneuro.org/datasets/ds004152
https://openneuro.org/datasets/ds004196
https://openneuro.org/datasets/ds004200
https://openneuro.org/datasets/ds004252
https://openneuro.org/datasets/ds004256
https://openneuro.org/datasets/ds004262
https://openneuro.org/datasets/ds004264
https://openneuro.org/datasets/ds004279
https://openneuro.org/datasets/ds004284
https://openneuro.org/datasets/ds004295
https://openneuro.org/datasets/ds004315
https://openneuro.org/datasets/ds004317
https://openneuro.org/datasets/ds004324
https://openneuro.org/datasets/ds004347
https://openneuro.org/datasets/ds004348
https://openneuro.org/datasets/ds004350
https://openneuro.org/datasets/ds004356
https://openneuro.org/datasets/ds004357
https://openneuro.org/datasets/ds004362
https://openneuro.org/datasets/ds004367
https://openneuro.org/datasets/ds004381
https://openneuro.org/datasets/ds004389
https://openneuro.org/datasets/ds004395
https://openneuro.org/datasets/ds004408
https://openneuro.org/datasets/ds004444
https://openneuro.org/datasets/ds004446
https://openneuro.org/datasets/ds004447
https://openneuro.org/datasets/ds004448
https://openneuro.org/datasets/ds004475
https://openneuro.org/datasets/ds004477
https://openneuro.org/datasets/ds004502
https://openneuro.org/datasets/ds004504
https://openneuro.org/datasets/ds004505
https://openneuro.org/datasets/ds004514
https://openneuro.org/datasets/ds004515
https://openneuro.org/datasets/ds004517
https://openneuro.org/datasets/ds004519
https://openneuro.org/datasets/ds004520
https://openneuro.org/datasets/ds004521
https://openneuro.org/datasets/ds004532
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Table 5. Pretraining datasets, sources, and recording hours (continued).

Dataset or accession Source Quark (h) Atom (h) Molecule (h)
ON_ds004541 Data - 5.63 1.33
ON_ds004554 Data; [159]t - 6.57 -
ON_ds004561 Data - 11.34 11.35
ON_ds004563 Data - 178.38 60.01
ON_ds004572 Data; [160]7 - 52.53 53.23
ON_ds004574 Data; [161]7 - 30.80 30.75
ON_ds004577 Data; [162]f - 22.55 22.84
ON_ds004579 Data; [161]f - 55.46 54.26
ON_ds004580 Data; [161]F - 36.25 36.39
ON_ds004582 Data - 34.13 33.68
ON_ds004584 Data; [161]t - 6.43 6.61
ON_ds004587 Data - 25.10 25.26
ON_ds004595 Data - 9.90 9.93
ON_ds004602 Data - 5222 50.19
ON_ds004603 Data; [163]t - 30.59 23.27
ON_ds004621 Data; [164]t - 45.19 44.14
ON_ds004625 Data - 28.27 28.48
ON_ds004626 Data; [165] - 21.27 21.00
ON_ds004635 Data; [166]f - 0.31 2.31
ON_ds004657 Data - 27.05 26.69
ON_ds004660 Data - 14.80 13.74
ON_ds004661+ds004849+ds004850+ Data 1; Data 2; Data 3; Data 4; Data 5; - 10.11 9.66
ds004852+ds004853+ds004854+ Data 6; Data 7

ds004855

ON_ds004706 Data; [167]% - 470.22 412.94
ON_ds004718 Data; [168] - 41.11 6.81
ON_ds004771 Data - 10.41 -
ON_ds004784 Data; [169] - 0.92 0.54
ON_ds004785 Data - 0.87 -
ON_ds004796 Data; [170]F - 43.74 44.27
ON_ds004802 Data - 40.74 16.08
ON_ds004816 Data; [171]% - 21.37 10.16
ON_ds004817 Data; [171]% - 23.75 10.73
ON_ds004840 Data - 10.86 10.93
ON_ds004841 Data - 28.26 27.37
ON_ds004842 Data - 20.04 18.65
ON_ds004843 Data - 15.98 16.00
ON_ds004844 Data - 21.17 20.44
ON_ds004851 Data - 18.13 18.16
ON_ds004860 Data - 16.31 15.88
ON_ds004883 Data - 139.08 124.40
ON_ds004902 Data; [172] - 17.69 17.70
ON_ds004917 Data; [173]% - 14.53 14.55
ON_ds004942 Data - 28.19 27.14
ON_ds004951 Data - 25.75 22.94
ON_ds004952 Data; [174] - 122.82 52.58
ON_ds004980 Data - 36.83 30.56
ON_ds004995 Data; [175] - 16.16 12.97
ON_ds005021 Data - 47.41 42.06
ON_ds005034 Data - 34.77 28.93
ON_ds005079 Data - 3.80 3.80
ON_ds005087 Data; [176]t - 26.86 13.05
ON_ds005089 Data - 62.74 50.47
ON_ds005095 Data - 16.48 16.09
ON_ds005106 Data; [177]% - 5.43 3.17
ON_ds005114 Data; [178]% - 123.32 105.49
ON_ds005121 Data; [179]F - 40.45 34.09
ON_ds005170 Data - 100.66 74.70
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https://openneuro.org/datasets/ds004541
https://openneuro.org/datasets/ds004554
https://openneuro.org/datasets/ds004561
https://openneuro.org/datasets/ds004563
https://openneuro.org/datasets/ds004572
https://openneuro.org/datasets/ds004574
https://openneuro.org/datasets/ds004577
https://openneuro.org/datasets/ds004579
https://openneuro.org/datasets/ds004580
https://openneuro.org/datasets/ds004582
https://openneuro.org/datasets/ds004584
https://openneuro.org/datasets/ds004587
https://openneuro.org/datasets/ds004595
https://openneuro.org/datasets/ds004602
https://openneuro.org/datasets/ds004603
https://openneuro.org/datasets/ds004621
https://openneuro.org/datasets/ds004625
https://openneuro.org/datasets/ds004626
https://openneuro.org/datasets/ds004635
https://openneuro.org/datasets/ds004657
https://openneuro.org/datasets/ds004660
https://openneuro.org/datasets/ds004661
https://openneuro.org/datasets/ds004849
https://openneuro.org/datasets/ds004850
https://openneuro.org/datasets/ds004852
https://openneuro.org/datasets/ds004853
https://openneuro.org/datasets/ds004854
https://openneuro.org/datasets/ds004855
https://openneuro.org/datasets/ds004706
https://openneuro.org/datasets/ds004718
https://openneuro.org/datasets/ds004771
https://openneuro.org/datasets/ds004784
https://openneuro.org/datasets/ds004785
https://openneuro.org/datasets/ds004796
https://openneuro.org/datasets/ds004802
https://openneuro.org/datasets/ds004816
https://openneuro.org/datasets/ds004817
https://openneuro.org/datasets/ds004840
https://openneuro.org/datasets/ds004841
https://openneuro.org/datasets/ds004842
https://openneuro.org/datasets/ds004843
https://openneuro.org/datasets/ds004844
https://openneuro.org/datasets/ds004851
https://openneuro.org/datasets/ds004860
https://openneuro.org/datasets/ds004883
https://openneuro.org/datasets/ds004902
https://openneuro.org/datasets/ds004917
https://openneuro.org/datasets/ds004942
https://openneuro.org/datasets/ds004951
https://openneuro.org/datasets/ds004952
https://openneuro.org/datasets/ds004980
https://openneuro.org/datasets/ds004995
https://openneuro.org/datasets/ds005021
https://openneuro.org/datasets/ds005034
https://openneuro.org/datasets/ds005079
https://openneuro.org/datasets/ds005087
https://openneuro.org/datasets/ds005089
https://openneuro.org/datasets/ds005095
https://openneuro.org/datasets/ds005106
https://openneuro.org/datasets/ds005114
https://openneuro.org/datasets/ds005121
https://openneuro.org/datasets/ds005170
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Table 5. Pretraining datasets, sources, and recording hours (continued).

Dataset or accession Source Quark (h) Atom (h) Molecule (h)
ON_ds005178 Data - 1,145.83 86.33
ON_ds005189 Data - 19.27 17.32
ON_ds005262 Data - 24.77 17.71
ON_ds005273 Data - 51.39 49.38
ON_ds005274 Data - 0.83 1.44
ON_ds005280 Data - 195.95 98.39
ON_ds005284 Data - 4.73 2.29
ON_ds005285 Data - 53.78 26.73
ON_ds005286 Data - 42.21 18.85
ON_ds005289 Data - 32.77 16.56
ON_ds005291 Data - 92.06 45.05
ON_ds005292 Data - 134.69 60.04
ON_ds005293 Data - 469.96 177.42
ON_ds005296 Data - 37.07 36.42
ON_ds005305 Data; [180] - 13.87 14.22
ON_ds005307 Data - 1.51 1.57
ON_ds005340 Data; [181] - 35.26 35.16
ON_ds005342 Data; [182] - 32.94 33.00
ON_ds005343 Data - 0.32 2.03
ON_ds005345 Data - 19.15 19.40
ON_ds005363 Data - 41.17 40.15
ON_ds005383 Data - 35.65 8.53
ON_ds005385 Data; [183]% - 165.92 155.18
ON_ds005397 Data; [184]% - 27.87 27.85
ON_ds005403 Data - 13.34 13.36
ON_ds005406 Data - 1541 13.28
ON_ds005408 Data - 56.79 56.57
ON_ds005410 Data; [185]F - 22.94 2291
ON_ds005416 Data - 24.64 0.21
ON_ds005420 Data - 5.27 5.40
ON_ds005429 Data - 14.30 14.39
ON_ds005473 Data - 29.14 14.45
ON_ds005486 Data - 55.99 51.57
ON_ds005505 Data; [186]% - 100.24 54.78
ON_ds005506 Data; [186]F - 107.87 60.01
ON_ds005507 Data; [186]F - 123.36 66.54
ON_ds005508 Data; [186]f - 219.08 142.70
ON_ds005509 Data; [186]f - 182.89 82.60
ON_ds005510 Data; [186]F - 86.77 41.77
ON_ds005511 Data; [186]F - 208.25 135.47
ON_ds005512 Data; [186]F - 132.62 43.73
ON_ds005514 Data; [186]* - 181.68 24.73
ON_ds005515 Data; [186]% - 179.61 29.29
ON_ds005516 Data; [186]% - 245.71 -
ON_ds005520 Data - 40.31 48.61
ON_ds005530 Data - 90.40 66.59
ON_ds005540 Data; [37]t - 166.20 102.46
ON_ds005555 Data; [187]F - 2,002.10 1,946.74
ON_ds005565 Data - 11.38 11.41
ON_ds005571 Data; [188]% - 28.13 27.82
ON_ds005586 Data - 33.48 24.64
ON_ds005594 Data; [189]f - 12.28 12.10
ON_ds005620 Data - 17.85 14.16
ON_ds005628 Data - 9.18 20.87
ON_ds005642 Data - 36.90 18.32
ON_ds005648 Data - 11.54 8.13
ON_ds005662 Data - 80.35 78.12
ON_ds005672 Data - 4.58 4.56
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https://openneuro.org/datasets/ds005178
https://openneuro.org/datasets/ds005189
https://openneuro.org/datasets/ds005262
https://openneuro.org/datasets/ds005273
https://openneuro.org/datasets/ds005274
https://openneuro.org/datasets/ds005280
https://openneuro.org/datasets/ds005284
https://openneuro.org/datasets/ds005285
https://openneuro.org/datasets/ds005286
https://openneuro.org/datasets/ds005289
https://openneuro.org/datasets/ds005291
https://openneuro.org/datasets/ds005292
https://openneuro.org/datasets/ds005293
https://openneuro.org/datasets/ds005296
https://openneuro.org/datasets/ds005305
https://openneuro.org/datasets/ds005307
https://openneuro.org/datasets/ds005340
https://openneuro.org/datasets/ds005342
https://openneuro.org/datasets/ds005343
https://openneuro.org/datasets/ds005345
https://openneuro.org/datasets/ds005363
https://openneuro.org/datasets/ds005383
https://openneuro.org/datasets/ds005385
https://openneuro.org/datasets/ds005397
https://openneuro.org/datasets/ds005403
https://openneuro.org/datasets/ds005406
https://openneuro.org/datasets/ds005408
https://openneuro.org/datasets/ds005410
https://openneuro.org/datasets/ds005416
https://openneuro.org/datasets/ds005420
https://openneuro.org/datasets/ds005429
https://openneuro.org/datasets/ds005473
https://openneuro.org/datasets/ds005486
https://openneuro.org/datasets/ds005505
https://openneuro.org/datasets/ds005506
https://openneuro.org/datasets/ds005507
https://openneuro.org/datasets/ds005508
https://openneuro.org/datasets/ds005509
https://openneuro.org/datasets/ds005510
https://openneuro.org/datasets/ds005511
https://openneuro.org/datasets/ds005512
https://openneuro.org/datasets/ds005514
https://openneuro.org/datasets/ds005515
https://openneuro.org/datasets/ds005516
https://openneuro.org/datasets/ds005520
https://openneuro.org/datasets/ds005530
https://openneuro.org/datasets/ds005540
https://openneuro.org/datasets/ds005555
https://openneuro.org/datasets/ds005565
https://openneuro.org/datasets/ds005571
https://openneuro.org/datasets/ds005586
https://openneuro.org/datasets/ds005594
https://openneuro.org/datasets/ds005620
https://openneuro.org/datasets/ds005628
https://openneuro.org/datasets/ds005642
https://openneuro.org/datasets/ds005648
https://openneuro.org/datasets/ds005662
https://openneuro.org/datasets/ds005672
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Table 5. Pretraining datasets, sources, and recording hours (continued).

Dataset or accession Source Quark (h) Atom (h) Molecule (h)
ON_ds005697 Data - 69.64 67.33
ON_ds005779 Data - 19.30 19.43
ON_ds005795 Data - 7.90 7.93
ON_ds005811 Data - 23.25 23.74
ON_ds005815 Data - 33.53 11.62
ON_ds005841 Data - 11.10 11.13
ON_ds005857 Data - 100.61 86.35
ON_ds005863+ds006018 Data 1; Data 2 - 50.25 50.40
ON_ds005866 Data - 15.85 15.97
ON_ds005868 Data - 13.00 13.01
ON_ds005872+ds007338 Data 1; Data 2 - 0.09 0.09
ON_ds005876 Data - 15.95 15.98
ON_ds005907 Data - 8.37 8.46
ON_ds005932 Data - 9.88 9.94
ON_ds005946 Data - 18.29 14.56
ON_ds005960 Data; [190]f - 66.84 60.23
ON_ds006033 Data - 2.18 2.19
ON_ds006036 Data; [155]F - 14.58 7.67
ON_ds006040 Data - 107.02 38.32
ON_ds006095 Data - 59.66 60.13
ON_ds006104 Data - 51.49 18.70
ON_ds006110 Data; [191]F - 45.73 45.59
ON_ds006142 Data - 16.98 16.20
ON_ds006159 Data - 14.28 12.10
ON_ds006171 Data; [192]F - 40.73 36.74
ON_ds006222 Data - 52.64 52.09
ON_ds006260 Data - 22.76 18.64
ON_ds006317 Data - 62.05 62.02
ON_ds006367 Data - 68.12 74.82
ON_ds006370 Data - 95.20 169.88
ON_ds006374 Data - 40.47 31.61
ON_ds006386 Data - 96.19 51.27
ON_ds006394 Data - 17.56 17.38
ON_ds006434 Data - 262.87 252.36
ON_ds006437 Data - 16.73 16.80
ON_ds006446 Data - 17.98 17.96
ON_ds006465 Data - 28.23 26.30
ON_ds006466 Data; [193]f - 129.70 129.51
ON_ds006480 Data; [193]% - 71.52 68.33
ON_ds006525 Data - 5.67 5.38
ON_ds006547 Data - 23.71 17.24
ON_ds006554 Data - 25.86 22.57
ON_ds006563 Data; [194] - 12.62 12.64
ON_ds006576 Data - 110.66 108.56
ON_ds006593 Data - 5.56 5.61
ON_ds006647 Data - 8.67 8.66
ON_ds006648 Data - 91.74 73.46
ON_ds006695 Data; [195]F - 164.22 156.16
ON_ds006735 Data - 38.78 34.93
ON_ds006761 Data; [196] - 25.57 12.40
ON_ds006768 Data - 14.20 13.74
ON_ds006801 Data - 6.30 6.35
ON_ds006802 Data; [197]% - 23.38 15.45
ON_ds006803 Data - 45.64 43.96
ON_ds006817 Data - 21.63 20.10
ON_ds006839 Data - 26.40 26.49
ON_ds006840 Data - 14.60 14.78
ON_ds006848 Data - 47.33 36.87
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https://openneuro.org/datasets/ds005697
https://openneuro.org/datasets/ds005779
https://openneuro.org/datasets/ds005795
https://openneuro.org/datasets/ds005811
https://openneuro.org/datasets/ds005815
https://openneuro.org/datasets/ds005841
https://openneuro.org/datasets/ds005857
https://openneuro.org/datasets/ds005863
https://openneuro.org/datasets/ds006018
https://openneuro.org/datasets/ds005866
https://openneuro.org/datasets/ds005868
https://openneuro.org/datasets/ds005872
https://openneuro.org/datasets/ds007338
https://openneuro.org/datasets/ds005876
https://openneuro.org/datasets/ds005907
https://openneuro.org/datasets/ds005932
https://openneuro.org/datasets/ds005946
https://openneuro.org/datasets/ds005960
https://openneuro.org/datasets/ds006033
https://openneuro.org/datasets/ds006036
https://openneuro.org/datasets/ds006040
https://openneuro.org/datasets/ds006095
https://openneuro.org/datasets/ds006104
https://openneuro.org/datasets/ds006110
https://openneuro.org/datasets/ds006142
https://openneuro.org/datasets/ds006159
https://openneuro.org/datasets/ds006171
https://openneuro.org/datasets/ds006222
https://openneuro.org/datasets/ds006260
https://openneuro.org/datasets/ds006317
https://openneuro.org/datasets/ds006367
https://openneuro.org/datasets/ds006370
https://openneuro.org/datasets/ds006374
https://openneuro.org/datasets/ds006386
https://openneuro.org/datasets/ds006394
https://openneuro.org/datasets/ds006434
https://openneuro.org/datasets/ds006437
https://openneuro.org/datasets/ds006446
https://openneuro.org/datasets/ds006465
https://openneuro.org/datasets/ds006466
https://openneuro.org/datasets/ds006480
https://openneuro.org/datasets/ds006525
https://openneuro.org/datasets/ds006547
https://openneuro.org/datasets/ds006554
https://openneuro.org/datasets/ds006563
https://openneuro.org/datasets/ds006576
https://openneuro.org/datasets/ds006593
https://openneuro.org/datasets/ds006647
https://openneuro.org/datasets/ds006648
https://openneuro.org/datasets/ds006695
https://openneuro.org/datasets/ds006735
https://openneuro.org/datasets/ds006761
https://openneuro.org/datasets/ds006768
https://openneuro.org/datasets/ds006801
https://openneuro.org/datasets/ds006802
https://openneuro.org/datasets/ds006803
https://openneuro.org/datasets/ds006817
https://openneuro.org/datasets/ds006839
https://openneuro.org/datasets/ds006840
https://openneuro.org/datasets/ds006848
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Table 5. Pretraining datasets, sources, and recording hours (continued).

Dataset or accession Source Quark (h) Atom (h) Molecule (h)
ON_ds006850 Data - 78.12 76.60
ON_ds006861 Data - 59.19 59.18
ON_ds006866 Data - 72.68 70.39
ON_ds006897 Data - 47.85 15.15
ON_ds006921 Data - 16.87 16.05
ON_ds006923 Data - 35.29 35.15
ON_ds006945 Data - 2.08 2.11
ON_ds006963 Data; [198] - 8.70 22.04
ON_ds006979 Data - 46.51 23.57
ON_ds007006 Data - 3.53 3.60
ON_ds007012 Data - 78.05 76.47
ON_ds007020 Data - 3.97 4.08
ON_ds007052 Data - 23.58 23.69
ON_ds007056 Data - 20.64 20.91
ON_ds007069 Data - 32.36 32.04
ON_ds007096 Data - 30.59 30.36
ON_ds007137 Data - 31.99 32.33
ON_ds007139 Data - 38.19 37.62
ON_ds007162 Data; [199]F - 69.87 64.70
ON_ds007169 Data - 2.82 2.84
ON_ds007172 Data; [200]* - 30.13 30.52
ON_ds007175 Data - 45.92 44.68
ON_ds007176+ds007427 Data 1; Data 2; [201, 202] - 28.29 28.62
ON_ds007180 Data - 34.68 20.45
ON_ds007181 Data - 447.89 447.32
ON_ds007216 Data - 99.32 33.28
ON_ds007221 Data - 132.70 109.54
ON_ds007222 Data - 3.68 0.28
ON_ds007262 Data - 4.53 4.58
ON_ds007314+ds007315 Data 1; Data 2; [203] - 4.87 4.26
ON_ds007322 Data - 30.06 27.18
ON_ds007347 Data - 4.46 3.32
ON_ds007353 Data - 20.62 20.61
ON_ds007406 Data - 0.49 0.53
ON_ds007431 Data - 160.09 119.20
ON_ds007454 Data - 34.45 32.81
ON_ds007471 Data - 18.72 18.16
ON_ds007521 Data - 33.34 30.50
ON_ds007526 Data; [204]F - 19.31 18.43
ON_ds007537 Data - 6.60 5.83
ON_ds007554 Data - 30.02 28.08
ON_ds007558+ds007666+ds007667 Data 1; Data 2; Data 3 - 29.54 29.76
ON_ds007609 Data; [205] - 7.96 1.96
ON_ds007615 Data; [206]F - 18.20 18.47
ON_ds007629 Data; [207]f - 0.98 0.98
ON_ds007647 Data - 15.46 15.54
ON_ds007648 Data; [208]f - 16.32 15.50
ON_ds007655 Data - 20.30 19.59
ON_ds007688 Data - 13.21 12.69
ON_ds007788 Data - 32.45 34.04
ON_ds007813 Data - 1.10 1.09
ON_ds007823 Data; [209] - 35.90 37.22
ON_ds007827 Data - 44.24 35.90
Zenodo

ZEN_10200985 Data; [210] - 89.53 89.70
ZEN_10229480 Data - 6.86 6.93
ZEN_10498 Data - 1.64 1.61

Continued on the next page.

41


https://openneuro.org/datasets/ds006850
https://openneuro.org/datasets/ds006861
https://openneuro.org/datasets/ds006866
https://openneuro.org/datasets/ds006897
https://openneuro.org/datasets/ds006921
https://openneuro.org/datasets/ds006923
https://openneuro.org/datasets/ds006945
https://openneuro.org/datasets/ds006963
https://openneuro.org/datasets/ds006979
https://openneuro.org/datasets/ds007006
https://openneuro.org/datasets/ds007012
https://openneuro.org/datasets/ds007020
https://openneuro.org/datasets/ds007052
https://openneuro.org/datasets/ds007056
https://openneuro.org/datasets/ds007069
https://openneuro.org/datasets/ds007096
https://openneuro.org/datasets/ds007137
https://openneuro.org/datasets/ds007139
https://openneuro.org/datasets/ds007162
https://openneuro.org/datasets/ds007169
https://openneuro.org/datasets/ds007172
https://openneuro.org/datasets/ds007175
https://openneuro.org/datasets/ds007176
https://openneuro.org/datasets/ds007427
https://openneuro.org/datasets/ds007180
https://openneuro.org/datasets/ds007181
https://openneuro.org/datasets/ds007216
https://openneuro.org/datasets/ds007221
https://openneuro.org/datasets/ds007222
https://openneuro.org/datasets/ds007262
https://openneuro.org/datasets/ds007314
https://openneuro.org/datasets/ds007315
https://openneuro.org/datasets/ds007322
https://openneuro.org/datasets/ds007347
https://openneuro.org/datasets/ds007353
https://openneuro.org/datasets/ds007406
https://openneuro.org/datasets/ds007431
https://openneuro.org/datasets/ds007454
https://openneuro.org/datasets/ds007471
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https://openneuro.org/datasets/ds007615
https://openneuro.org/datasets/ds007629
https://openneuro.org/datasets/ds007647
https://openneuro.org/datasets/ds007648
https://openneuro.org/datasets/ds007655
https://openneuro.org/datasets/ds007688
https://openneuro.org/datasets/ds007788
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https://openneuro.org/datasets/ds007823
https://openneuro.org/datasets/ds007827
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https://zenodo.org/records/10229480
https://zenodo.org/records/10498
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Table 5. Pretraining datasets, sources, and recording hours (continued).

Dataset or accession Source Quark (h) Atom (h) Molecule (h)
ZEN_10512414 Data; [211]t - 23.41 23.81
ZEN_10518106 Data; [93] - 168.11 162.61
ZEN_10696430 Data; [212] - 32.59 17.48
ZEN_10776597 Data; [213] - 53.24 21.16
ZEN_10980117 Data; [214] - 0.03 -
ZEN_11493481 Data; [215] - 35.37 164.45
ZEN_1170529 Data - 17.43 4.24
ZEN_13003 Data; [216] - 28.49 28.46
ZEN_1308615 Data - 62.73 60.64
ZEN_13341214 Data - 30.43 30.11
ZEN_13356484 Data - 16.57 15.47
ZEN_13969130 Data; [217]F - 18.27 17.68
ZEN_14638129 Data; [218] - 32.01 35.24
ZEN_14638353 Data; [219] - 47.39 38.44
ZEN_15454355 Data - 84.05 75.70
ZEN_15516012 Data; [220] - 21.04 40.07
ZEN_15665101 Data; [221] - 21.01 21.28
ZEN_15665660 Data - 8.31 8.29
ZEN_17178030 Data - 103.92 102.02
ZEN_20044 Data - 7.36 7.36
ZEN_2222268 Data; [222] - 8.89 -
ZEN_2547147 Data - 111.71 103.40
ZEN_2594667 Data; [223, 224] - 32.09 32.06
ZEN_29601 Data; [225] - 12.85 -
ZEN_3581862 Data; [226] - 63.19 60.52
ZEN_3618205 Data; [227]F - 82.34 78.59
ZEN_3992359 Data - 10.81 6.56
ZEN_4002038 Data - 53.00 50.55
ZEN_4046953 Data - 34.97 34.26
ZEN_4385970 Data; [228] - 17.20 17.04
ZEN_4471943 Data - 89.94 82.32
ZEN_4500849 Data - 111.84 112.69
ZEN_4501988 Data - 96.22 85.77
ZEN_4579401 Data; [229] - 25.10 2.59
ZEN_4579450 Data; [230] - 74.29 98.37
ZEN_4917218 Data - 8.25 0.50
ZEN_5002434 Data; [231] - 7.88 6.75
ZEN_5035511 Data; [232] - 18.74 17.23
ZEN_5089803 Data; [233] - 21.55 20.31
ZEN_5121167 Data; [234] - 11.20 11.40
ZEN_5233656 Data; [235]F - 27.66 27.60
ZEN_5512578 Data - 35.17 18.65
ZEN_5513267 Data; [236] - 40.48 40.52
ZEN_57911 Data; [135] - 25.39 25.70
ZEN_581188 Data - 14.35 14.64
ZEN_5907009 Data; [237] - 9.32 9.43
ZEN_6225534 Data; [238] - 37.31 38.70
ZEN_6501824 Data; [239] - 1.33 1.00
ZEN_6642860 Data; [240] - 55.74 29.18
ZEN_6801531 Data; [241] - 15.06 8.80
ZEN_6874129 Data - 56.96 81.60
ZEN_6973571 Data; [242, 243] - 123.34 71.42
ZEN_6992085 Data; [244] - 111.80 110.98
ZEN_7149276 Data; [245] - 9.76 -
ZEN_7196042 Data - 25.23 24.29
ZEN_7428378 Data; [246] - 1.54 0.28
ZEN_7496795 Data - 9.41 9.50
ZEN_7650679 Data; [247] - 47.51 46.37

Continued on the next page.
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Table 5. Pretraining datasets, sources, and recording hours (continued).

Dataset or accession Source Quark (h) Atom (h) Molecule (h)
ZEN_7664069 Data - 15.18 15.20
ZEN_7667391 Data - 24.19 15.54
ZEN_7891964 Data - 10.00 -
ZEN_8032879 Data; [248] - 20.24 0.02
ZEN_8086086 Data - 11.30 11.44
ZEN_8089820 Data; [70] - 71.88 70.07
ZEN_8255618 Data - 3.38 3.46
ZEN_8329025 Data; [249] - 32.03 16.40
ZEN_8369136 Data - 0.31 31.97
ZEN_8380796 Data - 43.90 48.88
ZEN_8407716 Data; [250] - 169.24 149.78

B Pretraining Data Details
B.1 Source composition

Table 6 gives the source breakdown behind Figure 2. Categories summarize the predominant recording
setting or task. Quark uses sampling weight 1.0 for TUH, Alljoined, and THINGS-EEG2; 0.1 for HMC;
and 0.3 for the self-collected dataset and the four SEED datasets. Their recording hours appear in Table 2.

Table 6. Source composition of Atom and Molecule.

Category Atom (h) Share Molecule (h) Share
Routine clinical (TUH) 22,554 45.4% 22,158 27.7%
Cognitive / ERP 6,358 12.8% 11,420 14.3%
Unclassified / mixed 6,235 12.6% 4,076  5.1%
Sleep PSG 4,704  9.5% 4,551  5.7%
Auditory / speech 1,954  3.9% 1,459 1.8%
ICU (I-CARE) 1,657 3.3% 28,583 35.8%
Motor imagery 1,333  2.7% 1,429 1.8%
Epilepsy, excluding TUH 1,229 2.5% 2,309 2.9%
Other clinical cohorts 909  1.8% 822  1.0%
Emotion 793  1.6% 726 0.9%
Resting state 790  1.6% 699  0.9%
SSVEP / P300 and related BCI 635 1.3% 588  0.7%
Visual image evoked 477 1.0% 1,089 1.4%

Hours and percentages are rounded independently.

B.2 Windowing, sampling, and padding

For channel count C, Molecule uses min(16, max (4, |256/C|)) seconds per window, except for the one-
second Alljoined and THINGS-EEG?2 trials. Above 64 channels, the four-second minimum permits more
than 256 channel-by-time tokens. Quark truncates longer samples to 16 one-second patches.

At retained fraction f, the loader keeps every round(1/f)-th window within each source/view stream.
Selected windows recur across epochs.

The node-local shard cache defaults to 80% of disk capacity; the loader supports persistent workers, four-
batch prefetching, and pinned host memory.

The student uses patch-validity weights and excludes fully padded patches as described in Section 3. The
tokenizer’s reconstruction loss includes zero-padded patches.
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B.3 Molecule preparation settings

Table 7 specifies the signal preparation and routing rules used to rebuild Molecule. Quark and Atom retain
their earlier preparation pipelines. Atom and Quark use input scale 0.01; Molecule uses 1.0 after recording-
or trial-level normalization. Window construction requires finite values, identified channels, and explicit
units and padding metadata.

During training, the Atom and Molecule input paths sanitize non-finite values and clip tokenizer inputs to
+20. For Molecule, the same sanitation is applied before frozen-target extraction and encoder processing.

Table 7. Signal preparation and window routing for Molecule.

Property

Setting

Signal and window construction

Sampling and filtering
Bad channels

Finite segments
Normalization

Window duration

Recording tails

200 Hz; band-pass 0.5-min(99.5, 0.99 fxyquist) Hz; no notch filter.

Remove exactly constant channels and channels with non-finite fraction > 1%.

Split the remaining signal into contiguous finite runs of at least 200 samples; no non-finite
imputation.

Per-channel z-score within each recording or trial, with e = 1077, clip to 15; store in float16;
training input scale 1.0.

min(16, max(4, |256/C)) s for C mapped channels. Alljoined and THINGS-EEG2 use 1 s
trials. Windows do not overlap or cross recording/trial boundaries.

Retain tails of at least 1 s; zero-pad and record sample masks and valid-patch fractions.

Quality flags and sampling
Mild quality flag

Severe quality flag
Exclusion priority

Auxiliary factors
Sampling factors

Any channel with || > 5 or ¢ < 0.05 or o > 5; any clipping or padding; any removed bad
channel or reader fallback.

Any channel with || > 10 or o < 0.005 or o > 10; clipped fraction > 5%; padded fraction
> 50%; or all channels bad/flat.

Subject exclusions, non-finite/decoding failures, and severe-quality flags precede auxiliary
routing and receive zero training weight.

Mild quality flag: 0.5. One to seven channels: 0.25, or 0.125 with a mild flag. Main view: 1.0.
Multiply source, channel, quality, and provenance factors. Approved processed fallbacks have
provenance factor 0.5; raw recordings and complete trial caches use 1.0.

Signal statistics use valid samples in normalized units; ; and o denote a channel’s window mean and standard deviation. A severe
flag overrides a mild flag. Sampling factors determine window acceptance probabilities.

B.4 Tokenizer settings

The three versions share the tokenizer architecture. Each uses independently trained weights for frozen target
generation during encoder pretraining.

Table 8. Tokenizer training configurations.

Version  GPUs Global batch Peak LR Warmup Checkpoint
Quark 32 2,048 8x107¢ 10 ep39
Atom 8 2,048 2.4 x 1074 15 epl6
Molecule 32 6,144 2.4 x 1074 15 ep39

Learning rates include batch-size scaling. Warmup is in epochs; planned schedules are 100, 40, and 40 epochs.

C Downstream Datasets and Evaluation Settings

Task inputs are sampled at 200 Hz and retain auxiliary channels where present. TUEV files have 24-32 chan-
nels; the table describes the inspected 32-channel input. Extension models use sample/channel z-scoring
and clipping to £15; external encoders retain their model-specific input scaling. For inputs longer than 16
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seconds, such as 30-second sleep windows, we interpolate the extension encoders’ temporal embeddings
while retaining one-second patches.
Table 9. Downstream datasets, input configurations, and Seed42 window counts.

Dataset and input configuration Seed42 windows
Dataset Category Classes Units Ch. Window (s) Train Validation Test
ADG65 [155] Neurodeg. 3 88 19 10 2,790 816 697
PD31 [113, 251] Neurodeg. 2 31 40 1 1,000 773 581
BCIC IV-1 [33, 84] Motor imag. 2 7 59 4 400 200 200
BCIC IV-2a [33] Motor imag. 4 9 22 4 1,120 576 576
SHU MI [100] Motor imag. 2 25 32 4 1,600 977 1,455
BETA SSVEP [252] SSVEP 40 70 64 1 8,960 1,120 1,120
Monitoring ErrP [253] ERP 2 6 64 1 320 1,080 1,044
EEGMAT [35] Cognitive 2 36 21 5 1,371 181 144
LEMON gender [254] Trait 2 203 59 1 6,480 18,828 19,734
LEMON extraversion [254] Trait 2 203 59 1 6,480 18,828 19,734
FACED [37] Emotion 9 123 32 10 8,232 1,008 1,092
SEED [21] Emotion 3 15 62 10 1,440 1,986 993
SEED-IV [22] Emotion 4 15 62 4 1,920 5,010 2,505
SEED-V [23] Emotion 5 16 62 1 2,600 14,718 7,359
SEED-VII [24] Emotion 7 20 62 10 4,480 2,734 2,734
ISRUC S2 [60] Sleep 5 8 6 30 1,200 1,975 1,720
ISRUC S3 [60] Sleep 5 10 6 30 1,600 792 996
SleepEDF [255] Sleep 5 153° 2 30 22,790 40,989 43,334
HMC [16] Sleep 5 151 8 30 23,691 13,038 13,838
TUAB [256] Clin. screen 2 2,328 23 10 76,000 42,352 41,962
TUEV [257] Clin. event 6 370 32 5 16,409 13,206 12,908
TUSL [258] Clin. event 3 30 23 10 201 28 16
EEGDenoiseNet [259] Artifact 2 1° 1 2 80 1,351 1,352

Neurodeg.: neurodegenerative disease; Motor imag.: motor imagery; Clin. screen: clinical screening; Clin. event: clinical events.
Units are subjects, except 153 nights in SleepEDF and “one pseudo-subject in EEGDenoiseNet. Training is capped at 40
samples per subject/class unit; validation and test retain all windows. Other seeds use different splits.

Seeds 42, 10, and 5 control splitting and downstream randomness. Splits target 80/10/10 by registered
subject identifier. SleepEDF uses night identifiers as split units, allowing person-level overlap; EEGDe-
noiseNet uses a within-subject sample split. The training cap applies to Full-FT, LP, and joint EEG-LLM
evaluation.

C.1 Optimization and readouts

Full-FT uses a 50-epoch schedule to train the encoder and head with AdamW, class-weighted loss, and
label smoothing. The search pairs learning rates {104, 3 x 10~4, 1073} with layer-wise decay {0.75,1.0}.
LP trains a linear head for 30 epochs at constant learning rates {1074 5 x 1074, 1073} and weight decay
{0,0.05,0.1}. Pooled averages patch features; No-pool flattens them in channel/time order. LP candidates
and replication fits reuse memory-mapped frozen features within the same task and split; Full-FT fits each
candidate independently.

Within each fit, validation scores select the epoch. Seed4?2 test scores select hyperparameters for replica-
tion with seeds 10 and 5. Combined LP results use the higher three-seed test mean of the available readouts,
with Pooled used on ties and for SleepEDF.

BENDR uses its stable Full-FT grid except for BCIC IV-2a. BIOT’s released weights include super-
vised TUAB and TUEV training [27]. Its BCIC IV-2a No-pool result uses the fixed 18-channel coordinate
mapping. On EEGDenoiseNet, BIOT receives only the native Cz channel. FEMBA Base uses a Cz-only
montage: C3-Cz is —Cz, Cz—C4 is +Cz, and the other 20 bipolar channels are zero. This task adaptation
differs from FEMBA'’s published input configuration [6].
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D Results after Excluding Known Overlapping Sources

The 12-task subset contains BCIC IV-1, SHU MI, BETA SSVEP, Monitoring ErrP, LEMON gender,
LEMON extraversion, ISRUC S2, SleepEDF, TUAB, TUEV, TUSL, and EEGDenoiseNet. The nine-task
subset additionally removes TUAB, TUEV, and TUSL. These exclusions address identified or potential
overlap; recording-level separation remains unverified for some retained task—-model pairs.

Table 10. Results after excluding known overlapping sources.

Model FT-12 FT-9 LP-12 LP-9
Quark-B 60.86 58.53 58.07 55.85
Quark-L. 60.82 58.65 60.28 58.00
Quark-H 61.00 57.22 59.28 57.44
Quark-G 62.21 59.22 60.75 59.05
Atom-B 60.63 57.69 58.38 55.35
Atom-L 63.75 60.36 59.41 57.26
Atom-H 63.05 59.79 59.32 57.34
Molecule-B 60.86 5846 58.27 5547
Molecule-L 62.20 59.53 60.15 57.35
Molecule-H 63.82 61.03 59.62 57.44
REVE Base 61.01 57.88 56.16 53.62
REVE Large 59.99 5594 57.82 54.94
LUNA Base 58.72 5581 54.63 52.25
LUNA Large 59.95 56.78 56.68 53.36
LUNA Huge 59.00 55.14 58.13 55.48
CSBrain 62.07 57.88 58.07 54.29
Official LaBraM Base = 58.47 54.80 58.13 55.39
CodeBrain 58.15 5439 58.62 55.20
NeuroLM 58.27 53.23 57.26 52.90
BrainOmni 57.60 53.68 57.47 55.49
NeuroGPT 57.74 55.86 53.57 52.00
EEGMamba 56.46 52.61 54.87 51.52
CBraMod 5197 50.67 57.29 54.82
BENDR 5291 52.02 3891 39.69
BIOT 59.92 5457 59.39 54.02
FEMBA Base 57.27 5553 51.28 48.62
EEGNet 52.28 51.88 — —
EEGConformer 56.08 56.99 — —

LaBraM Base, random 50.31 48.64 — —

Extension models use the same checkpoints as Figure 4. LP-12 and LP-9 use selected-readout LP. A dash indicates an unavailable
result.

E Linear-Probing Readout Comparison

Table 11 compares Pooled and No-pool on matched tasks at the last evaluated full-data checkpoints. All
26 models cover the same 22 paired tasks; SleepEDF has only Pooled results. The source files provide the
available three-seed results, the Atom-H TUAB trajectory mean, and the combined LP rankings.
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Table 11. Matched comparison of LP readouts. Each model is compared on the same tasks under both readouts.
Values are mean balanced accuracy (%); A is No-pool minus Pooled in percentage points.

Model Paired tasks ~ Pooled  No-pool A
Quark-B 22 43.68 52.09 +8.40
Quark-L 22 46.56 53.21 +6.65
Quark-H 22 47.05 51.17 +4.12
Quark-G 22 50.19 52.44 +2.25
Atom-B 22 47.53 51.33 +3.79
Atom-L 22 47.30 52.56 +5.26
Atom-H 22 48.16 52.34 +4.18
Molecule-B 22 45.94 50.58 +4.64
Molecule-L 22 45.52 52.58 +7.06
Molecule-H 22 48.66 52.55 +3.90
REVE Large 22 45.52 50.69 +5.17
REVE Base 22 45.31 49.14 +3.84
LUNA Huge 22 48.40 49.11 +0.71
LUNA Large 22 46.34 47.59 +1.25
CSBrain 22 40.89 48.68 +7.79
BIOT 22 48.44 50.83 +2.38
LUNA Base 22 43.79 46.72 +2.92
Official LaBraM Base 22 43.65 51.19 +7.55
CodeBrain 22 45.07 52.29 +7.22
FEMBA Base 22 39.74 45.97 +6.23
NeuroLM 22 47.92 50.46 +2.54
BrainOmni 22 41.04 50.68 +9.65
NeuroGPT 22 43.58 44 .41 +0.83
EEGMamba 22 40.28 46.68 +6.40
CBraMod 22 39.91 50.72  +10.81
BENDR 22 32.74 33.92 +1.18

SleepEDF is excluded from every paired comparison. All 26 encoders cover the same 22 tasks under both readouts and form the
matched cohort used in the main analysis. Atom-H TUAB No-pool uses the reported trajectory mean.

E.1 FT-LP ranking agreement

LP and Full-FT can favor different encoders. Among the 26 pretrained models, 80 of 325 pairs (24.6%)
reverse order when compared by their 23-task means. At the task level, the rate rises to 37.4% (2,797 of
7,475 comparisons).

The extension encoders outperform the 16 baselines in both settings in 131 of 160 comparisons, while 27
favor the extension encoder in only one setting. Tables 12—14 show the overall, per-encoder, and per-task
results.

Table 12. FT and LP comparisons of extension encoders against baselines.

23-task mean Individual tasks
Outcome Model pairs  Pair—task comparisons
FT higher, LP higher 131 1835
FT higher, LP lower 5 602
FT lower, LP higher 22 750
FT lower, LP lower 2 486
Tie in either setting 0 7
Total 160 3,680
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Table 13. Ordering relative to the 16 baselines for each extension encoder. Scores average 23 tasks.

FT higher FT higher  FTlower FT lower

Encoder LP higher LPlower LP higher LP lower
Quark-B 7 0 8 1
Quark-L 9 0 7 0
Quark-H 11 1 4 0
Quark-G 16 0 0 0
Atom-B 12 1 3 0
Atom-L 16 0 0 0
Atom-H 16 0 0 0
Molecule-B 12 3 0 1
Molecule-L 16 0 0 0
Molecule-H 16 0 0 0
Total 131 5 22 2

Table 14. Task-level comparisons of extension encoders against baselines. Each task contributes 160 comparisons.

FT higher FT higher  FT lower FT lower

Task LP higher LPlower LP higher LPlower Ties
ADG65 107 33 10 10 0
BCIC IV-1 33 36 63 24 4
BCICIV-2a 60 7 78 13 2
BETA SSVEP 128 26 2 4 0
EEGDenoiseNet 82 16 13 49 0
EEGMAT 103 34 12 10 1
FACED 50 7 75 28 0
HMC 100 52 3 5 0
ISRUC S2 72 5 73 10 0
ISRUC S3 113 12 19 16 0
LEMON extraversion 74 65 10 11 0
LEMON gender 93 40 10 17 0
Monitoring ErrP 89 21 32 18 0
PD31 45 7 84 24 0
SEED 82 15 28 35 0
SEED-IV 61 20 45 34 0
SEED-V 91 24 31 14 0
SEED-VII 57 20 34 49 0
SHU MI 44 27 68 21 0
SleepEDF 125 26 3 6 0
TUAB 94 51 3 12 0
TUEV 88 51 3 18 0
TUSL 44 7 51 58 0
Total 1835 602 750 486 7

LP ranks encoders by the linear accessibility of their frozen features. Full-FT also depends on how those
features adapt to the target task. The reversals show that a lead under LP can disappear after adaptation, so
LP rankings alone are insufficient for choosing an encoder for fine-tuning.

Retaining patch structure improves mean LP accuracy by 4.87 points (Section 5.3). Table 15 examines
whether this gain also brings encoder rankings closer to Full-FT. Across the same 26 encoders and 22 tasks,
excluding SleepEDF, the model-level reversal rate rises from 21.8% with Pooled to 30.2% with No-pool.
The task-level rate also rises, from 34.1% to 38.5%.
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Table 15. FT-LP ordering reversals on the same 26 encoders and 22 tasks.

Mean-score Taskwise Taskwise
LP readout Reversals Share Reversals  Share ties
Pooled 71 21.8% 2436  34.1% 45
No-pool 98 30.2% 2754  38.5% 15
Per-task best readout 83 25.5% 2699  37.7% 16

Removing average pooling improves LP accuracy without resolving the ranking gap. LP still uses a frozen
encoder and linear head, whereas Full-FT can change the representation for the target task. The persistence
of the gap with No-pool reinforces the need to evaluate fine-tuning potential after adaptation, alongside
frozen-feature performance.

F Results by Checkpoint and Dataset

Cells report three-seed mean balanced accuracy (%). FT is full fine-tuning; LP uses the historical task-selected readout,
with Pooled fixed for SleepEDF. Means cover 23 tasks; epochs are zero-indexed. A dash marks an unavailable result.
Molecule-B uses a 50-epoch schedule.

Table 16. Quark checkpoints. Balanced accuracy (%).

Quark-B Quark-L Quark-H Quark-G

Dataset ep49 ep49 ep49 ep29
FT Lp FT LP FT LP FT LP
ADG65 54.05 53.24 60.54 58.72 62.69 50.55 77.16 59.24
PD31 32.35 58.37 3436 56.46 43.74 4947 43.46 51.20
BCICIV-1 52.33 50.17 49.50 52.17 51.00 51.17 53.50 50.50
BCICIV-2a 3443 4537 39.06 43.46 40.39 38.83 41.67 42.36
SHU MI 60.83 58.58 55.23 58.61 52.95 58.33 54.53 61.43
BETA SSVEP 33.81 11.96 4143 18.99 32.11 18.45 43.66 24.38
Monitoring ErrP 5823 55.35 59.18 59.01 55.87 60.33 56.33 66.19
EEGMAT 72.69 62.66 63.59 64.82 68.06 65.59 72.99 60.80
LEMON gender 70.78 73.03 72.41 71.09 70.62 67.78 69.80 67.90
LEMON extraversion 51.79 51.87 49.48 51.14 52.46 51.63 52.43 50.99
FACED 23.32 45.61 37.28 4391 22.34 40.42 34.19 45.01
SEED 55.83 53.12 59.01 55.35 54.23 51.88 60.84 54.71
SEED-1V 27.23 31.84 30.35 30.62 25.60 30.67 31.78 31.57
SEED-V 2572 25.36 29.42 26.06 28.09 26.72 27.46 28.32
SEED-VII 18.29 18.04 17.76 19.96 19.52 18.77 21.00 21.05
ISRUC S2 25.14 43.40 2592 47.46 24.82 4251 2791 41.96
ISRUC S3 75.61 72.12 61.32 71.55 86.74 67.26 90.30 72.55
SleepEDF 75.88 64.78 75.79 69.07 75.23 70.15 74.89 71.40
HMC 67.00 52.55 68.03 47.36 70.34 52.92 68.71 53.71
TUAB 82.18 77.76 83.82 76.94 82.71 76.93 82.40 78.18
TUEV 66.64 55.80 69.18 59.65 69.38 53.50 71.00 57.27
TUSL 54.76 60.61 49.01 64.75 64.94 63.94 60.12 62.13
EEGDenoiseNet 98.00 93.54 98.93 94.44 99.94 96.64 99.93 96.67
Mean 5291 52.83 53.50 53.98 54.51 5237 57.22 54.33

Table 17. Atom-B: full-data checkpoints. Balanced accuracy (%).

Atom-B Atom-B Atom-B Atom-B Atom-B
Dataset ep9 epl9 ep29 ep39 ep49

FT LP FT LP FT LP FT LP FT LP
AD65 5790 53.42 56.77 5598 67.88 53.72 59.53 53.58 55.52 52.63
PD31 40.29 49.75 44.29 53.15 37.49 52.10 43.26 51.69 53.74 49.39
BCIC IV-1 53.83 52.50 51.83 51.00 49.00 51.67 51.00 49.33 51.83 50.50
BCIC IV-2a 31.83 45.60 32.35 44.56 3391 44.97 33.28 42.36 36.69 41.90
SHU MI 51.94 60.25 55.52 60.37 54.12 60.39 55.21 59.86 56.24 58.41
BETA SSVEP 37.08 545 38.78 643 3494 10.24 3577 13.18 31.76 11.64

Monitoring ErrP 55.69 53.42 58.31 54.33 56.32 58.87 55.53 57.62 56.05 57.69

Continued on the next page.
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Table 17. Atom-B: full-data checkpoints. Balanced accuracy (%) (continued).

Atom-B Atom-B Atom-B Atom-B Atom-B
Dataset ep9 epl9 ep29 ep39 ep49

FT LPp FT LP FT LP FT LP FT LP
EEGMAT 73.61 64.66 73.93 7222 74.69 6836 78.40 68.06 72.87 66.21
LEMON gender 69.78 66.23 73.03 63.83 74.01 64.16 72.94 6439 7237 62.15
LEMON extraversion 50.88 51.69 51.96 51.17 52.23 50.96 51.24 50.63 54.00 50.12
FACED 32.89 46.10 33.86 44.43 31.30 43.46 30.90 43.80 25.02 43.70
SEED 57.79 53.04 59.19 54.74 56.31 51.61 61.71 53.18 59.41 56.75
SEED-1IV 32.09 32.61 31.40 33.25 32.19 32.43 29.78 32.43 30.57 3241
SEED-V 28.82 26.39 30.13 27.32 29.77 27.17 29.27 2691 26.79 26.34
SEED-VII 19.38 20.13 21.30 20.38 21.13 20.42 19.38 20.45 19.35 20.43
ISRUC S2 2497 44.62 25.61 44.12 2536 45.02 22.05 41.89 22.87 41.60
ISRUC S3 79.15 72.53 82.65 71.32 81.48 74.80 82.98 73.11 83.36 73.07
SleepEDF 75.21 67.20 74.62 67.62 74.25 67.80 75.03 67.56 74.34 67.10
HMC 69.46 51.08 68.84 51.75 68.23 51.49 68.79 50.07 68.13 49.04
TUAB 81.88 76.22 83.13 76.53 82.86 76.62 82.87 76.71 82.90 76.03
TUEV 67.82 53.08 71.82 57.43 69.83 59.01 66.48 54.47 70.80 55.39
TUSL 53.03 65.29 48.80 67.28 54.08 62.06 48.96 61.05 54.72 70.96
EEGDenoiseNet 98.96 97.93 99.46 97.85 99.56 98.63 99.91 97.91 99.72 98.93
Mean 54.10 52.57 55.11 53.35 54.82 5330 54.53 52.62 54.74 52.71

Table 18. Atom-L: full-data checkpoints. Balanced accuracy (%).

Atom-L Atom-L Atom-L Atom-L Atom-L
Dataset ep9 epl9 ep29 ep39 ep49

FT LP FT LP FT LP FT LP FT LP
AD65 67.53 60.69 59.44 60.85 63.05 58.06 60.01 58.84 59.86 57.16
PD31 48.67 5098 39.92 51.31 55.48 54.63 42.84 53.48 37.12 53.52
BCICIV-1 47.50 51.67 50.67 50.00 50.00 50.00 51.83 49.00 53.83 52.33
BCIC IV-2a 41.38 43.75 36.40 42.77 42.65 4190 34.49 43.17 34.32 41.61
SHU MI 57.31 59.28 56.99 59.26 57.37 60.46 52.11 60.43 52.60 58.97
BETA SSVEP 45.09 1539 44.02 14.85 45.57 14.64 4551 13.51 4548 13.54
Monitoring ErrP 63.67 61.47 65.05 60.29 67.09 61.17 69.02 61.08 57.01 60.53
EEGMAT 77.32 69.60 75.62 64.36 80.40 6590 72.38 66.21 77.93 64.35
LEMON gender 78.11 64.62 78.71 64.31 78.55 64.12 76.54 64.56 77.99 63.93
LEMON extraversion 50.41 51.56 51.53 50.66 54.21 50.58 54.35 50.81 54.86 50.74
FACED 44.65 44.25 47.03 43.54 47.83 4329 3499 43.03 39.98 42.34
SEED 56.59 51.73 64.18 55.98 56.24 5593 62.59 53.51 62.87 54.69
SEED-IV 30.64 30.81 32.17 31.90 28.83 31.78 31.47 31.93 32.64 31.86
SEED-V 28.18 27.17 28.15 27.17 27.33 28.10 27.66 27.37 28.72 27.14
SEED-VII 23.12 19.85 22.17 20.96 18.93 20.12 22.21 20.33 20.77 20.54
ISRUC S2 22.89 45.83 25.33 47.75 29.52 50.38 22.79 48.11 25.05 47.27
ISRUC S3 85.22 69.25 87.83 67.95 89.08 71.56 83.64 71.46 82.86 72.36
SleepEDF 75.63 68.57 75.73 68.50 75.04 68.93 75.76 69.21 76.65 69.32
HMC 69.64 54.54 71.09 53.84 71.40 53.98 71.43 53.21 70.65 52.67
TUAB 84.07 77.80 84.10 78.37 84.68 78.37 84.52 77.70 84.87 77.46
TUEV 74.07 60.00 77.87 58.33 79.34 58.29 79.01 55.18 82.41 58.07
TUSL 61.99 63.95 56.83 63.27 55.60 63.27 51.22 63.27 5447 62.04
EEGDenoiseNet 99.91 98.85 99.89 98.26 99.96 98.59 99.89 98.33 99.74 98.67
Mean 57.98 53.98 57.86 53.67 59.05 54.09 56.79 53.64 57.07 53.53

Table 19. Atom-H: full-data checkpoints. Balanced accuracy (%).

Atom-H Atom-H Atom-H Atom-H
Dataset ep9 epl9 ep29 ep39

FT LP FT LP FT LpP FT LP
ADG65 62.40 58.47 56.45 59.78 63.38 55.25 63.08 55.58
PD31 52.90 57.47 60.47 56.73 44.77 56.07 55.50 54.73
BCIC IV-1 51.83 50.83 50.33 51.33 51.33 54.00 47.50 53.83
BCIC IV-2a 39.58 4091 38.72 41.09 3536 42.01 37.27 41.78
SHU MI 53.24 59.23 52.05 58.40 51.10 58.22 51.21 60.09
BETA SSVEP 45.68 17.89 44.64 18.24 45.65 17.59 46.49 17.41

Monitoring ErrP 59.11 61.35 63.53 60.31 64.20 61.89 63.75 60.69

Continued on the next page.

50



LaBraM at Scale

Technical Report

Table 19. Atom-H: full-data checkpoints. Balanced accuracy (%) (continued).

Atom-H Atom-H Atom-H Atom-H
Dataset ep9 epl9 ep29 ep39

FT LP FT LP FT LP FT LP
EEGMAT 71.76 65.43 79.63 66.06 72.69 6528 77.79 64.51
LEMON gender 70.27 63.86 72.51 64.09 76.28 62.72 7426 63.43
LEMON extraversion 49.70 51.67 51.12 50.44 52.71 50.53 53.45 50.26
FACED 47.19 43.10 51.53 44.26 31.24 45.03 29.53 44.29
SEED 63.40 5391 66.33 54.88 63.55 54.12 6536 53.14
SEED-1V 31.93 31.50 32.37 31.91 30.31 31.28 30.07 30.31
SEED-V 26.52 26.38 27.56 27.26 26.71 27.87 27.71 27.07
SEED-VII 20.20 20.51 18.82 19.93 19.34 20.15 20.46 19.61
ISRUC S2 25.11 45.06 27.77 4524 25.12 41.76 27.40 43.71
ISRUC S3 84.41 73.27 84.35 72.80 78.83 74.12 84.38 74.09
SleepEDF 7433 71.14 74.54 70.81 75.03 70.44 74.38 70.19
HMC 71.96 58.04 73.37 56.77 7233 5528 71.81 54.60
TUAB 84.14 79.23 84.69 78.59 84.74 78.23 84.63 78.20
TUEV 74.07 61.10 77.04 56.94 77.28 55.70 78.42 56.91
TUSL 74.26 62.59 66.17 63.34 59.37 60.89 55.53 60.65
EEGDenoiseNet 99.80 98.67 99.72 98.54 99.85 97.37 99.63 96.43
Mean 57.99 54.42 58.86 54.25 56.57 53.73 57.37 53.54

Table 20. Molecule-B: 50-epoch run. Balanced accuracy (%).

Molecule-B Molecule-B  Molecule-B  Molecule-B  Molecule-B

Dataset ep9 epl9 ep29 ep39 ep49
FT LP FT LP FT LP FT LP FT LP
AD65 51.14 54.89 55.85 52.43 60.97 52.50 60.87 50.75 57.62 49.21
PD31 46.18 54.89 57.81 50.06 56.68 51.30 52.17 51.49 52.55 50.14
BCIC IV-1 51.50 52.67 49.33 51.00 49.67 51.67 55.00 54.00 49.50 53.17
BCIC IV-2a 3472 42777 35.76 40.05 33.91 41.61 3495 4091 37.67 40.16
SHU MI 57.13 61.86 5598 61.94 57.04 61.15 55.06 61.06 54.16 59.60
BETA SSVEP 39.73 14.35 39.82 15.12 41.46 14.20 38.36 13.57 39.17 13.33
Monitoring ErrP 64.12 61.61 58.02 61.39 64.36 61.94 62.84 62.50 56.86 62.58
EEGMAT 77.16 68.06 73.15 66.36 79.78 6590 77.47 60.80 78.24 61.88
LEMON gender 71.97 61.63 7293 61.80 73.00 60.86 75.34 61.55 74.96 60.64
LEMON extraversion 47.04 51.20 53.93 49.71 51.42 50.67 57.82 51.12 52.59 50.72
FACED 40.69 46.65 42.43 4593 4433 4498 39.18 44.66 36.05 44.67
SEED 59.59 5436 60.26 53.64 58.75 54.92 60.14 52.79 56.41 53.18
SEED-IV 32.47 3098 33.19 31.34 3190 31.06 31.05 31.41 29.76 30.98
SEED-V 28.36 26.71 28.86 26.18 26.12 2523 26.87 24.80 27.10 24.95
SEED-VII 21.49 20.51 21.62 20.29 21.39 1995 19.44 1991 19.15 19.03
ISRUC S2 27.06 4448 23.89 44.68 27.86 43.78 28.29 41.47 26.04 41.99
ISRUC S3 81.23 69.74 80.99 68.93 79.72 67.15 81.03 68.35 81.26 68.54
SleepEDF 74.61 67.34 74.66 67.46 75.10 66.79 74.31 66.32 74.63 65.95
HMC 66.32 49.47 66.70 50.21 66.82 48.50 66.84 47.80 66.70 47.39
TUAB 82.21 76.38 82.23 75.78 8298 75.67 82.90 75.53 81.90 75.34
TUEV 66.96 53.94 66.02 50.47 66.99 50.88 69.45 48.82 66.90 54.05
TUSL 55.78 61.88 49.80 65.15 49.01 64.77 56.50 66.61 55.36 70.63
EEGDenoiseNet 99.08 92.27 99.52 92.73 99.33 92.88 98.97 92.55 98.24 91.24
Mean 55.50 52.98 55.77 52.29 56.46 52.10 56.73 51.69 55.34 51.71

Table 21. Molecule-L and Molecule-H checkpoints. Balanced accuracy (%).

Molecule-L.  Molecule-. Molecule-LL. Molecule-H

Dataset ep9 epl9 ep29 ep9

FT LP FT LP FT LP FT LP
ADG65 62.23 53.48 64.21 5220 59.90 49.85 61.24 55.45
PD31 45.50 55.65 54.04 53.54 55.55 54.70 58.12 53.88
BCIC IV-1 51.67 50.67 50.50 54.00 51.33 53.50 48.83 53.67
BCICIV-2a 4091 4294 46.82 42.59 34.14 4259 35.88 43.06
SHU MI 60.11 59.08 54.30 60.93 54.83 60.91 59.28 60.72
BETA SSVEP 45.68 16.67 4536 15.54 43.72 17.23 4991 19.88
Monitoring ErrP 72.67 60.05 63.39 61.57 58.03 61.77 63.14 63.03
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Table 21. Molecule-L and Molecule-H checkpoints. Balanced accuracy (%) (continued).

Molecule-.  Molecule-L

Molecule-.  Molecule-H

Dataset ep9 epl9 ep29 ep9

FT L FT LP FI LP FT LP
EEGMAT 74.07 68.21 77.62 6898 75.62 65.74 7454 67.29
LEMON gender 74.07 62.59 76.38 62.43 73.89 62.81 74.73 63.48
LEMON extraversion 48.50 49.70 50.28 49.65 51.03 50.82 52.17 49.75
FACED 5040 46.11 46.59 44.52 4391 46.19 37.41 46.43
SEED 65.47 5148 67.85 51.37 57.92 51.25 61.33 53.78
SEED-IV 3423 32.03 33.88 31.09 31.25 29.99 35.47 30.85
SEED-V 28.17 27.46 28.19 26.00 27.48 2537 26.66 26.01
SEED-VII 21.02 20.61 21.12 20.55 20.81 19.57 22.74 20.34
ISRUC S2 2542 4647 2430 47.15 28.71 46.30 26.01 43.37
ISRUC S3 80.81 70.60 82.06 72.07 80.52 70.08 83.88 72.42
SleepEDF 75.69 68.68 74.68 68.98 74.77 67.31 75.72 70.14
HMC 70.57 51.46 7035 51.42 70.55 48.70 71.34 54.42
TUAB 84.26 76.88 83.19 77.08 82.65 76.33 84.17 78.15
TUEV 7743 57.18 78.11 59.24 7575 55.17 75.75 55.95
TUSL 61.54 6296 57.81 64.51 52.18 74.14 56.56 64.35
EEGDenoiseNet 99.83 96.23 99.74 96.41 99.46 95.51 99.52 9291
Mean 58.71 53.35 58.73 53.56 56.70 53.30 58.02 53.88

Table 22. Atom-B:

pretraining data fractions.

Balanced accuracy (%).

10% data 20% data 50% data 100% data
Dataset ep49 ep49 ep49 ep49

FT Lp FT LP FT LP FT LP
ADG65 61.07 53.73 54.39 54.88 65.82 59.06 55.52 52.63
PD31 45.45 47.43 4435 4743 44.83 51.32 53.74 49.39
BCIC IV-1 50.50 54.67 50.00 54.33 54.50 51.83 51.83 50.50
BCICIV-2a 37.21 42.13 33.10 41.78 36.34 42.42 36.69 41.90
SHU MI 53.56 61.17 56.16 59.38 52.88 58.47 56.24 58.41
BETA SSVEP 3342 10.36 29.70 12.20 37.65 14.52 31.76 11.64
Monitoring ErrP 61.61 59.76 62.28 58.74 56.74 60.80 56.05 57.69
EEGMAT 68.69 68.67 70.69 66.98 76.54 68.22 72.87 66.21
LEMON gender 72.61 66.35 65.60 60.82 75.71 63.33 7237 62.15
LEMON extraversion 51.34 51.80 52.56 50.80 51.52 50.38 54.00 50.12
FACED 38.07 45.05 35.66 43.47 31.85 43.24 25.02 43.70
SEED 60.39 50.60 60.86 51.71 62.97 54.06 59.41 56.75
SEED-1V 31.40 30.79 29.96 29.68 32.58 30.77 30.57 32.41
SEED-V 27.72 25.38 26.80 25.84 28.78 26.86 26.79 26.34
SEED-VII 20.46 19.31 19.79 20.58 20.45 21.03 19.35 20.43
ISRUC S2 23.05 45.63 22.41 4136 22.08 40.36 22.87 41.60
ISRUC S3 76.03 70.15 76.51 65.18 83.76 74.57 83.36 73.07
SleepEDF 7497 65.84 74.36 66.74 75.04 68.71 74.34 67.10
HMC 68.77 49.87 66.77 50.37 66.83 49.82 68.13 49.04
TUAB 82.79 76.16 82.48 77.10 82.17 76.70 82.90 76.03
TUEV 67.67 51.69 66.68 57.53 69.61 55.62 70.80 55.39
TUSL 49.20 68.80 48.43 62.26 60.03 71.00 54.72 70.96
EEGDenoiseNet 98.37 94.28 98.76 97.02 99.33 98.02 99.72 98.93
Mean 54.54 52.59 53.40 52.01 56.00 53.53 54.74 52.71

The 100% reference is repeated from the full-data checkpoint tables.

Table 23. Atom-L:

pretraining data fractions.

Balanced accuracy (%).

10% data 20% data 50% data 100% data
Dataset ep49 ep49 ep49 ep49

FT LP FT LP FT LP FT LP
ADG65 57.02 5394 51.77 54.57 64.14 5226 59.86 57.16
PD31 45.61 49.27 45.10 51.89 50.22 50.95 37.12 53.52
BCIC IV-1 48.83 53.00 50.17 52.33 52.00 53.00 53.83 52.33
BCICIV-2a 40.97 43.06 33.39 41.61 35.53 41.49 3432 41.61
SHU MI 53.34 58.10 51.20 58.94 52.67 59.44 52.60 58.97
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Table 23. Atom-L: pretraining data fractions. Balanced accuracy (%) (continued).

10% data 20% data 50% data 100% data
Dataset ep49 ep49 ep49 ep49

FT Lp FT LP FT LP FT LP
BETA SSVEP 41.85 17.86 40.39 16.46 46.58 14.05 4548 13.54
Monitoring ErrP 56.95 58.98 57.66 58.69 61.34 59.99 57.01 60.53
EEGMAT 66.83 64.66 69.45 69.61 68.99 63.74 77.93 64.35
LEMON gender 76.36 64.50 74.69 63.45 77.42 62.72 77.99 63.93
LEMON extraversion 52.30 50.78 53.77 51.01 53.43 50.80 54.86 50.74
FACED 33.37 43.87 31.17 42774 36.89 42.87 39.98 42.34
SEED 60.03 53.37 61.16 5291 63.92 51.37 62.87 54.69
SEED-1V 31.09 30.66 29.96 30.82 30.75 30.85 32.64 31.86
SEED-V 27.12 26.19 28.05 26.42 26.95 2590 28.72 27.14
SEED-VII 21.47 21.03 20.79 1991 21.67 20.23 20.77 20.54
ISRUC S2 25.13 46.82 26.89 46.00 28.24 46.00 25.05 47.27
ISRUC S3 79.96 70.12 82.67 71.83 86.41 72.05 82.86 72.36
SleepEDF 75.28 69.46 74.53 69.11 7597 69.38 76.65 69.32
HMC 69.27 52.58 70.77 52.80 69.55 49.89 70.65 52.67
TUAB 83.62 77.72 83.57 77.74 83.79 77.40 84.87 77.46
TUEV 64.49 58.82 70.17 51.76 71.93 53.43 82.41 58.07
TUSL 5391 67.56 63.75 61.83 56.68 65.54 54.47 62.04
EEGDenoiseNet 99.69 97.60 99.87 98.54 99.50 97.73 99.74 98.67
Mean 5498 53.48 55.26 53.09 57.15 52.66 57.07 53.53

The 100% reference is repeated from the full-data checkpoint tables.

Table 24. Molecule-B: pretraining data fractions. Balanced accuracy (%).

10% data 20% data 50% data 100% data
Dataset ep49 ep49 ep49 ep49

FT LP FT LP FT LP FT LP
ADG65 53.32 57.48 54.38 54.06 60.13 53.60 57.62 49.21
PD31 5293 48.74 59.64 57.88 52.08 55.15 52.55 50.14
BCIC IV-1 54.00 52.67 50.67 50.50 52.67 52.33 49.50 53.17
BCIC IV-2a 36.34 44.27 3472 43.06 41.55 40.39 37.67 40.16
SHU MI 53.37 61.28 58.07 61.31 54.97 60.55 54.16 59.60
BETA SSVEP 38.04 10.27 40.27 12.29 36.82 7.20 39.17 13.33
Monitoring ErrP 63.82 60.78 57.08 62.34 57.82 59.13 56.86 62.58
EEGMAT 75.62 62.81 77.31 70.68 73.46 70.84 78.24 61.88
LEMON gender 75.82 62.79 7248 66.19 75.30 62.50 7496 60.64
LEMON extraversion 47.88 51.53 51.51 49.88 52.94 51.85 52.59 50.72
FACED 41.30 4691 39.04 45.81 42.82 45.88 36.05 44.67
SEED 63.23 5291 60.81 51.89 63.05 52.71 56.41 53.18
SEED-IV 33.62 31.55 33.62 30.75 32.60 30.30 29.76 30.98
SEED-V 28.77 26.45 30.78 27.50 30.26 26.43 27.10 24.95
SEED-VII 19.00 19.74 19.93 19.33 20.08 20.20 19.15 19.03
ISRUC S2 21.95 45.85 25.23 45.70 25.42 42.77 26.04 41.99
ISRUC S3 79.92 70.65 79.06 68.54 80.49 70.05 81.26 68.54
SleepEDF 7420 66.00 74.82 67.23 73.76 67.30 74.63 65.95
HMC 68.39 50.61 67.74 49.33 69.03 51.20 66.70 47.39
TUAB 82.23 76.48 8221 75.64 82.13 75.29 8190 75.34
TUEV 67.25 59.24 63.03 57.02 61.52 55.68 66.90 54.05
TUSL 49.06 63.75 64.03 66.32 53.24 58.38 55.36 70.63
EEGDenoiseNet 99.00 96.06 99.57 87.90 99.48 98.32 98.24 91.24
Mean 55.61 5299 56.35 53.09 56.16 52.52 55.34 51.71
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The 100% reference is repeated from the full-data checkpoint tables. Molecule-B uses the independent 50-epoch run.
Table 25. External encoders (1/4). Balanced accuracy (%). [3, 4]

Dataset

REVE
Base

FT

LP

REVE
Large

FT

LpP

LUNA
Base

FT

Lp

LUNA
Large

FT

Lp

AD65

54.71 48.30 58.29 53.68 52.42 44.51 48.72 44.68
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Table 25. External encoders (1/4). Balanced accuracy (%). [3, 4] (continued).

REVE REVE LUNA LUNA
Dataset Base Large Base Large
FT LP FT LP FT LP FT LP
PD31 40.54 49.78 50.56 52.25 40.76 40.43 53.66 41.63
BCIC IV-1 54.17 52.00 53.67 53.17 52.00 51.17 51.67 52.67
BCIC IV-2a 41.84 38.02 44.33 4473 38.25 35.82 37.21 36.57
SHU MI 62.35 59.11 56.50 58.93 58.93 58.27 62.70 55.80
BETA SSVEP 38.39 14.61 35.30 18.33 27.14 4.43 2824 4.05
Monitoring ErrP 62.48 62.29 56.75 6535 5895 57.19 56.81 59.05
EEGMAT 69.92 60.04 74.85 64.67 63.16 59.47 56.92 58.83
LEMON gender 70.75 67.51 73.53 73.30 58.75 53.74 64.59 57.41
LEMON extraversion 50.87 51.44 51.05 52.41 49.54 51.25 49.01 49.76
FACED 51.63 42.37 47.33 44.17 53.24 3990 57.14 42.70
SEED 60.88 55.63 60.50 50.88 62.12 50.08 57.37 50.54
SEED-1V 33.03 31.69 30.59 31.23 30.10 28.05 33.36 30.61
SEED-V 24.63 2490 24.63 24.78 28.15 23.84 28.30 23.63
SEED-VII 22.02 19.12 21.85 20.13 21.22 19.54 19.92 20.21
ISRUC S2 24.08 37.61 23.73 39.40 23.81 35.32 24.60 37.39
ISRUC S3 84.48 77.50 83.72 78.26 78.70 60.81 78.88 61.02
SleepEDF 74.13 68.51 72.37 71.66 73.92 63.27 73.96 66.66
HMC 56.50 43.47 58.62 43.24 63.82 44.50 64.77 49.21
TUAB 79.02 76.72 80.20 77.36 79.41 73.40 80.14 74.80
TUEV 61.73 5191 55.17 51.88 65.16 51.99 68.68 53.75
TUSL 70.47 62.73 81.02 70.15 57.75 59.96 59.54 71.34
EEGDenoiseNet 83.67 69.51 80.58 61.93 99.21 95.58 99.44 97.43
Mean 55.32 50.64 55.44 5226 53.76 47.94 54.59 49.55
Table 26. External encoders (2/4). Balanced accuracy (%). [1, 9, 10]
LUNA Official LaBraM
Dataset Huge CSBrain Base CodeBrain
FT LP FT LP FT LP FT LP
AD65 51.81 4440 56.87 51.62 55.53 57.29 56.72 60.25
PD31 54.95 48.42 53.58 41.26 55.64 46.23 51.58 49.95
BCIC IV-1 48.67 51.83 53.17 52.00 50.67 49.33 49.17 49.50
BCIC IV-2a 41.38 3542 36.17 38.37 37.27 39.70 37.38 42.19
SHU MI 61.12 58.42 56.67 55.59 51.64 58.46 50.94 60.57
BETA SSVEP 1893 595 31.64 19.49 31.73 14.11 12.86 4.64
Monitoring ErrP 58.64 61.37 58.98 56.89 56.39 60.76 59.86 54.63
EEGMAT 66.36 60.81 64.06 56.51 73.92 67.29 67.14 65.59
LEMON gender 59.62 59.19 71.77 65.13 75.79 73.97 64.44 69.83
LEMON extraversion 51.60 50.24 49.49 50.38 48.83 51.79 50.04 50.41
FACED 57.34 44.01 51.27 34.83 21.49 41.59 46.64 46.01
SEED 56.46 5391 58.41 5195 61.53 54.29 63.28 59.96
SEED-1V 31.67 31.00 30.28 28.32 33.19 31.35 30.05 31.00
SEED-V 26.99 27.24 24.75 21.38 26.12 26.12 29.31 30.78
SEED-VII 19.58 19.90 20.31 18.44 19.13 20.03 21.70 21.73
ISRUC S2 23.22 43.51 2591 29.46 21.86 36.31 27.88 39.03
ISRUC S3 81.79 69.98 50.73 52.28 74.80 63.80 64.19 58.90
SleepEDF 74.66 69.57 73.35 64.15 74.83 68.06 74.56 68.92
HMC 66.69 54.66 59.95 44.53 67.24 49.68 58.11 51.04
TUAB 81.07 76.80 80.84 78.23 82.75 76.44 80.01 76.35
TUEV 63.92 61.29 67.83 56.40 59.71 59.62 66.99 58.31
TUSL 66.73 60.11 75.21 73.66 65.99 63.07 61.27 72.01
EEGDenoiseNet 99.76 99.22 99.94 95.50 81.48 85.68 99.80 99.28
Mean 5491 51.62 5440 49.41 53.37 51.95 53.21 53.08

Table 27. External encoders (3/4). Balanced accuracy (%). [5, 7, 8, 28]

Dataset

NeuroLM

FT

LP

BrainOmni

FT

LP

NeuroGPT EEGMamba

FT

LP

FT

LpP

AD65

57.27 50.44 59.06 53.96 55.73 4558 52.42 51.29
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Table 27. External encoders (3/4). Balanced accuracy (%). [5, 7, 8, 28] (continued).

Dataset NeuroLM BrainOmni  NeuroGPT EEGMamba

FT LP FT LP FT LP FT LP
PD31 58.74 61.57 60.07 48.76 56.44 34.44 49.21 50.92
BCICIV-1 51.17 50.67 49.33 54.33 52.00 53.67 51.50 49.83
BCIC IV-2a 35.65 40.74 4543 38.95 36.11 39.18 32.81 37.21
SHU MI 57.13 58.75 57.43 58.61 54.59 51.90 50.55 58.70
BETA SSVEP 12.05 634 929 17.17 1723 277 345 6.55
Monitoring ErrP 53.55 55.40 56.22 58.47 56.30 49.68 52.47 58.19
EEGMAT 68.21 66.67 50.00 66.68 62.81 49.69 50.31 55.41
LEMON gender 67.72 65.59 64.76 63.20 71.58 57.43 64.89 57.79
LEMON extraversion 51.60 52.35 52.45 52.38 50.81 50.43 50.89 50.00
FACED 38.22 4379 26.02 41.53 43.30 21.62 30.31 39.69
SEED 52.54 50.39 52.57 50.83 51.73 47.89 59.58 51.62
SEED-IV 32.10 32.41 31.36 30.00 26.11 27.03 30.65 28.96
SEED-V 2491 26.04 25.28 24.31 28.54 23.83 27.55 23.72
SEED-VII 20.68 19.69 21.69 20.95 17.58 18.12 20.21 18.35
ISRUC S2 29.54 37.81 28.31 41.27 30.02 39.86 27.99 28.59
ISRUC S3 63.43 58.83 77.54 67.47 7097 57.26 65.57 36.70
SleepEDF 70.11 64.53 70.69 63.00 70.25 62.90 71.83 56.72
HMC 53.21 50.65 63.57 53.14 60.69 37.79 49.33 41.61
TUAB 79.78 77.66 80.57 78.42 78.67 71.78 78.68 72.09
TUEV 67.49 60.29 67.41 54.41 63.31 43.44 62.58 53.56
TUSL 72.92 73.05 60.07 57.39 48.11 59.66 62.79 69.08
EEGDenoiseNet 86.22 84.66 94.66 91.01 99.98 99.37 99.89 97.32
Mean 52.36 51.67 52.34 51.58 52.30 45.45 49.80 47.56

Table 28. External encoders (4/4). Balanced accuracy (%). [2, 6, 26, 27]

FEMBA

Dataset CBraMod BENDR BIOT Base

FT LP FT LP FT LP FT LP
AD65 53.71 55.85 46.13 33.33 58.31 47.26 50.21 36.44
PD31 3991 4444 66.67 33.33 69.07 61.92 54.02 47.86
BCIC IV-1 55.33 49.50 51.17 52.00 49.83 52.33 50.50 51.00
BCIC IV-2a 30.15 40.16 29.86 27.14 40.45 33.04 41.09 37.09
SHU MI 50.81 61.85 52.81 50.46 5391 53.53 5898 60.02
BETA SSVEP 26.61 16.34 330 2.59 1836 5.65 24.17 11.31
Monitoring ErrP 52.55 56.96 54.80 50.72 52.88 52.29 55.65 54.51
EEGMAT 62.09 62.35 64.52 50.00 66.67 62.22 70.70 50.00
LEMON gender 73.58 69.84 57.53 50.00 61.52 59.77 60.46 52.25
LEMON extraversion 49.89 50.79 49.75 50.00 48.77 49.72 51.05 50.13
FACED 34.82 50.07 16.36 16.72 22.56 19.94 27.97 40.34
SEED 57.32 54.02 37.15 34.62 60.15 57.41 52.53 45.58
SEED-IV 25.66 32.49 26.09 25.24 28.01 29.25 29.12 25.89
SEED-V 26.53 23.92 20.04 20.16 24.68 2491 26.21 28.88
SEED-VII 19.15 19.83 16.01 14.93 20.51 19.26 19.00 19.73
ISRUC S2 25.62 31.87 32.04 2370 3295 47.40 2522 31.63
ISRUC S3 57.74 58.81 57.11 21.69 76.28 71.88 81.76 68.54
SleepEDF 71.68 64.37 73.59 22.67 72.97 66.69 74.17 50.75
HMC 66.87 57.12 63.19 24.86 63.20 55.54 68.99 52.46
TUAB 79.35 79.21 81.32 56.45 90.44 83.34 77.43 71.06
TUEV 5770 5493 4792 16.69 81.41 74.05 67.00 58.68
TUSL 30.56 59.97 37.48 36.63 56.05 69.21 42.97 48.09
EEGDenoiseNet 49.97 91.83 93.18 55.05 99.91 98.74 99.59 75.95
Mean 47.72 51.59 46.87 33.43 54.30 51.97 52.56 46.44

Technical Report

EEGDenoiseNet uses single-channel Cz input for BIOT and a Cz-only, zero-filled montage for FEMBA (Appendix C). BENDR

FT uses the stable grid except on BCIC IV-2a.
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Table 29. Models trained from random initialization. Balanced accuracy (%). [29, 30]

LaBraM

Dataset EEGNet EEGConformer  Base
FT LP FT LP FT LP
ADG65 52.70 — 58.60 — 4771 —
PD31 6443 — 52.05 — 4057 —
BCIC IV-1 51.83 — 53.83 — 5417 —
BCIC IV-2a 36.17 — 50.29 — 3380 —
SHU MI 57.81 — 59.37 — 5162 —
BETA SSVEP 5.60 — 12.59 — 509 —
Monitoring ErrP 5248 — 63.42 — 5745 —
EEGMAT 59.15 — 71091 — 6454 —
LEMON gender 70.08 — 71.05 — 57.06 —
LEMON extraversion 50.42 — 50.18 — 50.18 —
FACED 20.24 — 26.49 — 1479 —
SEED 56.43 — 54.01 — 4826 —
SEED-IV 29.60 — 31.95 — 2651 —
SEED-V 31.52 — 23.33 — 2034 —
SEED-VII 20.72 — 20.44 — 16.65 —
ISRUC S2 2539 — 32.02 — 2479 —
ISRUC S3 73.02 — 66.68 — 6285 —
SleepEDF 70.02 — 71.36 — 6741 —
HMC 65.77 — 68.70 — 4842 —
TUAB 7921 — 79.06 — 7569 —
TUEV 40.73 — 46.63 — 5745 —
TUSL 4049 — 3442 — 3284 —
EEGDenoiseNet 83.28 — 99.08 — 6996 —
Mean 4944 — 52.06 — 4470 —

LP was not evaluated for these randomly initialized models.

G Pretraining Trajectories

The training records cover 22 runs and a separate two-epoch continuation of Molecule-L, totaling 941
recorded epochs. Figures 12—14 show shape-preserving cubic curves through the recorded losses, with
interpolation in log-loss coordinates on logarithmic axes. Fractions refer to the retained window streams;
all reduced-data runs have 50-epoch schedules. Some trajectories extend beyond the checkpoints evaluated
downstream.

a Quark-B b Quark-L ¢ Quark-H d Quark-G
50-epoch schedule 50-epoch schedule 50-epoch schedule 30-epoch schedule
Epochs 0-49 Epochs 0-49 Epochs 0-49 Epochs 0-29
3 16 16 16 16
o
(@)
C
c 12 12 12 12
©
= 10 10 10 10
8 8 8 8
0 19 39 49 0 19 39 49 0 19 39 49 0 9 19 29

Pretraining epoch

Figure 12. Quark pretraining loss. Base, Large, and Huge use 50-epoch schedules; Giant uses 30 epochs. Each panel
shows its full recorded range. Loss axes are logarithmic.

G.1 Atom

Atom’s full-data and reduced-data runs use 50-epoch schedules. Figure 13 compares the full-data trajectories
with the 10%, 20%, and 50% data fractions at each encoder size.
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a Atom-B: full data

100% of pretraining data
50-epoch schedule

b Atom-L: full data

100% of pretraining data
50-epoch schedule

Technical Report

¢ Atom-H: full data

100% of pretraining data
50-epoch schedule

18 18 18
14 14 14
10 10 10
8 8 8
6 6 6
z—‘; 0 9 19 29 39 49 0 9 19 29 39 49 0 9 19 29 39 49
£ d Atom-B: data fractions e Atom-L: data fractions f Atom-H: data fractions
E 10%, 20%, 50% of data 10%, 20%, 50% of data 10%, 20%, 50% of data
50-epoch schedules 50-epoch schedules 50-epoch schedules
18 18 18
. \\ —_ 10% . —_ 10% " —_ 10%
R ———- 20% \ ———- 20% ———- 20%
— \ — 19/ —
10 50% 10 \ 50% 10 1‘\\ 50%
8 8 g \\
AN
Sas
6 6 6 e e————

49 0 9 19 29 39

Pretraining epoch

Figure 13. Atom pretraining loss. Full-data runs appear separately from reduced-data runs. Loss axes are logarithmic.

G.2 Molecule

Molecule-B uses a 50-epoch schedule. The Large continuation resumes ep29 with a separate two-epoch
rewarm schedule; it has no downstream evaluation. Huge has 20 recorded epochs under a 50-epoch schedule,

with its last evaluated checkpoint at ep9. Tokenizers and input preparation differ across collections, limiting
direct comparison of their absolute losses.

a Molecule-B

50-epoch schedule; epochs 049

b Molecule-B: data fractions

10%, 20%, 50% of data
50-epoch schedules; epochs 0—49

18
14
10
8
a 6 . . . . : 6 . . . . ,
2 0 9 19 29 39 49 0 9 19 29 39 49
o
£ ¢ Molecule-L d Molecule-H e Molecule-L: rewarm
E Epochs 0-29 Epochs 0—-19 (50 planned) Epochs 30-31
18 18 7.22 7.211
14 14
7.20
10 10 7.180
8 8 7.18
6 r T T 1 6 r T T T T 1 r 1
0 9 19 29 0 9 19 29 39 49 30 31

Pretraining epoch

Figure 14. Molecule pretraining loss for Base, reduced-data Base runs, Large, Huge, and the Large continuation. Loss
axes are logarithmic except for the continuation.
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H Joint EEG-LLM Results

These experiments follow the joint-training protocol in Section 7. Ten EEG encoders are evaluated with six Qwen3
sizes, giving 60 configurations and 180 runs. Tables report test balanced accuracy (%) as mean + sample SD over
seeds 42, 10, and 5. The macro row averages the 23 tasks within each seed before aggregation. TISRUC S2 retains the

original channel-cache defect and remains in the macro mean.

Table 30. Joint EEG-LLM training and evaluation settings.

Setting

Value

EEG encoder
Input preparation

Cached features

Temporal projector

Language model

Trainable modules

LoRA

Optimizer

Learning rate / weight decay
Schedule

Global batch / gradient clipping
Training length / early stopping
Task sampling

Training supervision
Validation selection

Final evaluation

Seeds

Frozen; the checkpoint is identified in each result-table caption.

Quark/Atom: input scale 0.01, no per-window z-scoring. Molecule: input scale 1,
per-window z-scoring.

Temporal patch features averaged across channels, standardized using the corre-
sponding task and seed’s training-split statistics.

32 tokens; adaptive average pooling or linear interpolation for shorter sequences;
two-layer GELU MLP.

Qwen3-0.6B, 1.7B, 4B, 8B, 14B, or 32B; original weights frozen.

Projector and LoRA adapters, trained jointly from step 0.

Rank 16, o = 32, dropout 0.1; g/k/v/o and gate/up/down projections.

AdamW; 51 = 0.9, B2 = 0.98.

Projector: 102/ 0; LoRA: 1074/ 0.01.

500-step linear warmup, followed by cosine decay to 0.1 the base learning rate.
64/1.0.

At most 16,000 steps; validation every 1,000 steps; stop after four evaluations without
improvement.

Probability proportional to retained training-set size raised to 0.3; shuffled sampling
within each task.

Answer-token loss with inverse training-class-frequency weights for all tasks; prompt
template and candidate order vary during training.

One shared checkpoint per seed, maximizing mean task balanced accuracy on up to
1,000 validation examples per task; the earlier checkpoint is retained on ties.

All test examples; closed-set textual-candidate scoring. The macro score assigns
equal weight to all 23 tasks.

42,10, and 5.

The experiments share the data splits and 40-window subject—class training cap used for single-task eval-
uation (Appendix C). SleepEDF uses night identifiers as split units, allowing person-level overlap; EEGDe-
noiseNet uses a within-subject sample split. Validation and test use all available windows.

Table 31. EEG-LLM results for Quark-B (epoch 49).

Task Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B Qwen3-14B Qwen3-32B
ADG65 49.05 £ 5.89 49.80 £ 7.63 51.20 £ 12.17 47.23 + 6.03 48.56 £+ 5.33 50.21 £ 6.74
PD31 47.41 £ 11.17 39.68 £ 15.09 42.78 £ 13.03 43.71 4+ 14.85 37.45 + 15.96 43.03 + 15.88
BCICIV-1 49.33 £ 1.44 48.83 £ 4.04 48.33 &+ 1.76 48.00 &+ 3.28 50.00 = 4.50 51.50 £ 2.29
BCIC IV-2a 3443 £ 0.36 3449 £ 0.82 3490 £ 0.52 35.53 £ 0.96 36.05 &£ 1.06 35.24 + 2.39
SHU MI 50.67 £ 1.01 51.27 £ 1.28 51.26 £ 1.66 52.43 = 0.70 50.58 = 0.98 50.92 4+ 1.06
BETA SSVEP 2.41 £ 0.00 2.32 £ 0.36  2.50 & 0.47 244 + 0.31 2.35 £ 0.44  2.62 + 0.46
Monitoring ErrP 52.45 + 3.31 54.84 + 2.36 52.08 &+ 2.95 54.89 + 1.95 56.07 & 3.49 52.93 + 3.49
EEGMAT 66.07 £ 4.19 65.46 £ 6.58 63.75 &= 11.63 63.90 £ 5.70 61.62 + 5.59 66.54 + 9.28
LEMON gender 65.84 £ 3.31 65.99 £ 1.78 65.25 £ 3.16 63.83 £ 2.39 63.23 £ 5.57 63.38 £ 3.93
LEMON extraversion 51.04 + 1.60 53.23 + 4.20 51.95 + 0.43 53.09 &+ 1.50 52.02 + 1.26 51.61 + 2.44
FACED 14.96 £ 0.83 14.74 £ 1.20 14.89 £ 0.75 14.78 £ 1.16 12.96 £ 1.12 14.16 £ 0.66
SEED 48.18 £ 1.20 48.07 £ 3.57 47.89 4+ 2.01 48.93 + 2.05 47.52 £ 1.91 47.11 £ 3.20
SEED-IV 26.35 +£ 1.38 27.29 + 0.82 27.06 + 0.34 26.16 &+ 1.07 27.37 &+ 2.55 26.50 + 2.16
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Table 31. EEG-LLM results for Quark-B (epoch 49) (continued).

Technical Report

Task Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B Qwen3-14B Qwen3-32B
SEED-V 23.12 + 1.11 23.19 £+ 0.54 22.66 £ 1.07 22.68 4+ 0.27 22.45 4+ 0.52 22.26 + 0.24
SEED-VII 17.69 + 0.96 16.54 + 0.65 17.78 + 0.75 17.50 + 0.94 16.14 + 0.19 16.56 + 0.38
ISRUC S2f 24.35 + 5.80 24.87 £ 3.79 24.21 £ 6.80 28.05 &+ 4.99 28.93 + 0.92 23.76 + 6.29
ISRUC S3 71.10 £ 1.45 67.71 £ 1.99 71.18 £5.75 70.71 & 1.81 73.30 & 4.41 72.08 & 1.76
SleepEDF 69.21 + 2.77 71.52 +£ 0.11 70.97 £ 0.90 71.08 + 0.77 69.60 + 1.80 69.98 + 1.06
HMC 54.38 + 0.22 55.23 £+ 2.05 54.54 + 1.31 54.88 £+ 2.37 53.52 + 2.69 54.03 + 1.71
TUAB 75.81 £ 1.30 75.28 + 1.07 75.50 £ 1.13 75.37 + 0.91 74.14 £+ 2.08 75.07 + 1.79
TUEV 51.10 + 7.48 50.25 + 3.11 52.17 £ 7.25 48.77 + 7.58 50.83 + 6.96 46.92 + 4.82
TUSL 54.85 + 12.55 53.52 + 14.17 52.81 £ 34.77 60.35 + 9.38 52.22 4+ 24.51 48.98 + 9.07
EEGDenoiseNet 96.62 + 0.45 95.80 + 0.64 95.36 £ 0.22 95.02 + 0.51 95.65 + 1.08 95.62 £+ 0.15
Macro mean 47.67 £ 1.22 47.39 £+ 1.16 47.44 4+ 3.06 47.80 & 1.59 47.07 &+ 1.99 47.00 + 1.31
Table 32. EEG-LLM results for Quark-L (epoch 49).
Task Qwen3-0.6B  Qwen3-1.7B Qwen3-4B Qwen3-8B  Qwen3-14B Qwen3-32B
ADG65 53.42 + 5.40 53.84 + 7.42 51.92 + 1.49 49.66 £+ 2.50 53.99 + 6.61 55.75 + 9.04
PD31 52.54 + 15.45 41.52 £+ 5.86 43.11 £ 7.80 47.44 + 8.81 46.80 £+ 9.87 42.68 + 10.46
BCICIV-1 50.67 £ 1.26 49.83 + 4.16 48.50 + 3.28 46.50 £ 1.32 48.33 + 1.26 50.33 £ 3.06
BCIC IV-2a 35.24 + 3.22 38.43 + 2.49 36.11 + 4.21 35.13 £+ 3.53 31.08 + 2.52 32.70 + 2.40
SHU MI 50.91 £+ 1.81 52.82 + 1.23 51.61 + 0.99 52.24 + 1.87 49.59 + 0.74 51.18 + 0.92
BETA SSVEP 241 £ 0.31 2.80 £0.22 238 £0.14 2.95 + 0.82 2.65 £ 0.14  2.47 £ 0.19
Monitoring ErrP 56.24 + 3.26 55.35 + 2.06 54.05 + 4.38 55.04 + 4.44 50.92 + 3.14 55.43 + 5.20
EEGMAT 65.59 £ 7.47 67.91 + 8.39 69.46 £+ 3.01 64.05 £ 3.73 64.98 + 6.37 71.77 £ 5.78
LEMON gender 66.17 £ 2.78 65.74 + 3.62 66.27 + 5.17 63.66 £ 3.01 63.13 + 6.33 64.49 + 3.36
LEMON extraversion 50.33 £+ 1.36 52.14 + 1.95 52.70 £+ 2.90 51.47 £+ 1.68 49.82 + 2.48 51.31 + 2.44
FACED 14.60 + 0.76 17.57 £ 1.56 13.51 £ 0.26 15.86 4+ 2.70 13.47 £+ 0.36 15.17 £ 0.60
SEED 51.27 £ 0.14 50.24 + 2.56 48.91 + 4.40 50.69 £ 0.37 51.22 + 2.91 49.86 + 1.69
SEED-IV 26.04 £ 2.14 26.58 £ 0.99 27.87 + 2.85 27.28 £+ 0.71 26.78 + 1.31 26.81 £ 0.81
SEED-V 24.68 + 1.44 22.88 + 1.01 24.31 + 2.14 2297 £+ 1.61 22.45 + 0.23 23.10 + 2.32
SEED-VII 18.55 & 1.59 18.65 £ 1.74 17.46 £ 1.63 18.57 & 1.06 17.94 £+ 1.99 18.33 £ 1.27
ISRUC S2f 26.92 + 4.48 23.17 + 5.45 25.67 £ 5.22 2247 £+ 5.03 25.03 + 5.32 28.60 + 1.20
ISRUC S3 73.24 + 4.97 73.97 £ 1.54 73.28 + 0.97 74.36 + 1.11 73.94 + 3.97 75.45 £+ 2.09
SleepEDF 70.50 + 1.18 71.79 + 1.09 70.81 + 3.02 71.62 + 0.77 70.17 + 0.41 71.83 + 1.29
HMC 44.69 £+ 1.34 4597 £+ 1.85 44.93 £ 0.67 46.23 £+ 1.89 43.70 £+ 2.83 46.90 £ 2.61
TUAB 74.86 & 2.02 75.62 & 0.94 74.83 &+ 1.71 75.30 & 2.07 73.87 & 1.64 75.48 + 1.29
TUEV 47.80 + 10.04 49.32 + 9.54 48.05 + 11.17 49.38 + 7.15 47.69 + 6.82 48.82 + 10.39
TUSL 67.22 £+ 3.54 65.26 & 1.32 69.14 + 8.03 59.05 &+ 11.37 75.94 4+ 7.50 65.47 + 8.77
EEGDenoiseNet 92.48 £+ 1.57 92.81 + 2.52 92.83 £+ 1.69 92.55 £ 1.32 85.32 & 1.20 91.07 £ 2.93
Macro mean 48.54 £+ 1.33 48.44 + 1.38 48.16 £ 1.45 47.59 & 1.52 47.34 £+ 1.35 48.48 £ 2.55
Table 33. EEG-LLM results for Quark-H (epoch 49).
Task Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B Qwen3-14B Qwen3-32B
ADG65 51.60 + 10.18 48.55 + 9.01 45.63 + 6.49 45.90 + 7.73 4591 + 1.00 47.84 £+ 9.54
PD31 43.42 £+ 11.43 49.70 + 9.15 44.62 4+ 11.34 50.82 4+ 11.61 47.78 + 13.38 44.00 + 10.67
BCIC I'V-1 51.67 + 3.33 48.83 + 3.88 50.00 £ 1.50 52.50 + 1.32 48.00 + 6.54 49.33 + 0.58
BCICIV-2a 32.29 + 1.71 34.03 £+ 3.93 34.20 £ 3.94 33.62 + 1.97 32.52 + 4.10 30.21 + 1.59
SHU MI 51.43 £+ 0.46 52.50 + 1.37 50.92 £ 1.11 53.28 & 0.76 50.27 4+ 0.40 51.47 4+ 0.70
BETA SSVEP 2.35 £ 034 268 036 2.71 +£0.36 265+ 0.22 286 £ 0.24 2.32 £ 0.24
Monitoring ErrP 54.85 + 1.59 59.85 + 2.43 57.43 £+ 3.39 56.57 + 0.86 59.05 + 3.51 58.21 + 2.20
EEGMAT 67.91 £ 10.34 63.28 £+ 10.27 65.13 £ 7.26 68.69 + 10.51 62.52 £ 7.32 61.59 + 10.48
LEMON gender 66.12 + 1.64 65.74 + 3.33 67.51 £+ 3.03 65.30 + 3.30 64.91 + 4.60 66.10 + 3.67
LEMON extraversion 51.81 + 1.02 51.87 £+ 0.93 52.03 + 0.24 53.21 4+ 1.54 52.24 4+ 2.05 49.47 + 0.57
FACED 12.92 + 044 14.32 &+ 1.21 13.83 &+ 0.80 15.12 + 1.83 13.88 £+ 1.91 13.23 £ 0.92
SEED 51.51 £ 1.78 49.14 £ 1.74 49.43 £ 1.22 50.83 & 1.62 48.18 4+ 4.52 47.85 + 2.97
SEED-IV 2793 + 1.19 27.02 +£ 1.35 26.96 + 1.47 27.55 + 0.94 27.64 + 0.31 27.82 + 1.07
SEED-V 25.26 + 0.95 23.53 £ 0.81 25.19 £ 2.50 23.45 4+ 1.38 23.65 + 0.66 23.74 + 0.88
SEED-VII 18.06 &+ 3.10 18.07 &= 0.74 17.88 & 0.72 18.36 &+ 0.75 16.63 £ 1.18 18.43 £ 1.58
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Table 33. EEG-LLM results for Quark-H (epoch 49) (continued).

Technical Report

Task Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B Qwen3-14B Qwen3-32B
ISRUC S2f 24.00 + 3.17 29.50 + 4.79 24.25 + 6.08 27.87 + 5.12 21.97 + 0.67 24.51 + 3.39
ISRUC S3 75.31 £ 2.43 73.74 £ 2.77 7259 £ 3.24 7452 £ 2.10 70.47 £ 6.75 70.54 £+ 1.09
SleepEDF 69.04 £ 1.92 71.33 + 1.12 69.61 + 2.58 70.88 + 2.32 68.04 + 2.38 68.85 £ 2.61
HMC 52.57 £ 1.57 54.51 + 2.84 53.33 £+ 2.46 54.40 + 2.55 51.43 + 4.14 53.01 £+ 2.65
TUAB 73.40 £ 1.95 76.04 & 0.44 75.36 £ 1.48 76.57 &+ 1.33 74.90 £+ 1.19 74.58 £+ 0.44
TUEV 49.63 + 7.68 47.44 + 2.54 53.13 £ 6.41 47.58 + 8.64 46.66 £ 5.58 52.61 + 7.90
TUSL 64.42 + 5.26 70.57 + 3.38 62.42 + 10.31 62.25 + 10.06 62.84 + 7.08 67.72 £+ 11.60
EEGDenoiseNet 92.37 £ 0.74 91.22 + 1.17 90.69 £+ 2.85 90.77 + 1.98 89.34 + 1.85 87.60 + 4.44
Macro mean 48.25 £ 0.82 48.84 + 0.96 48.04 4+ 1.28 48.81 + 1.52 47.03 + 0.33 47.44 + 1.56
Table 34. EEG-LLM results for Quark-G (epoch 29).
Task Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B Qwen3-14B Qwen3-32B
ADG65 52.81 + 5.63 51.54 + 5.15 49.68 + 5.41 50.71 £+ 5.96 52.29 + 7.07 49.15 + 6.69
PD31 41.25 £ 7.70 39.61 &+ 10.31 38.41 + 11.48 42.00 £+ 5.90 41.28 + 5.71 44.52 + 2.40
BCIC IV-1 52.50 + 1.80 47.83 £+ 2.02 45.33 £ 5.51 49.33 + 1.76 50.67 £+ 1.61 48.00 £+ 2.18
BCIC IV-2a 31.25 £ 1.08 35.76 + 1.51 31.83 £+ 2.53 34.66 £ 2.09 36.28 + 0.92 34.03 + 4.56
SHU MI 54.74 + 1.03 51.96 + 3.15 51.94 + 1.34 52.97 + 2.03 51.40 + 2.22 51.42 + 1.31
BETA SSVEP 2.77 £ 0.54 3.07 £ 0.65 2.89 + 0.22 3.36 = 1.00 2.83 + 0.42 2.74 + 0.49
Monitoring ErrP 58.13 + 2.43 55.15 + 4.37 56.91 + 2.17 56.84 + 4.17 57.50 + 1.40 54.07 + 3.37
EEGMAT 63.75 + 10.88 73.32 + 10.39 70.43 4+ 8.40 70.86 + 9.99 65.62 + 14.90 67.79 £+ 8.97
LEMON gender 67.76 £ 5.26 65.73 £ 2.92 67.93 + 5.68 65.91 + 2.74 65.42 + 2.88 65.14 + 2.79
LEMON extraversion 50.51 + 2.83 51.08 + 1.86 51.25 + 0.89 51.75 £+ 2.21 51.58 4+ 0.56 50.86 + 1.34
FACED 15.84 + 3.63 18.56 £+ 3.00 13.43 4+ 2.53 19.71 + 1.97 16.99 + 2.98 17.08 + 2.99
SEED 47.93 + 3.73 49.67 + 1.89 44.46 £ 5.71 49.86 + 1.44 45.91 + 2.80 45.50 + 1.86
SEED-IV 27.89 + 1.14 26.71 + 0.36 28.83 + 0.74 28.39 £+ 0.36 27.93 + 0.46 27.38 + 0.90
SEED-V 25.96 + 2.18 24.26 + 1.08 26.00 + 1.52 24.16 + 1.21 24.99 4+ 0.90 23.13 + 1.19
SEED-VII 17.71 +£ 1.62 19.12 £ 0.53 16.05 + 2.18 18.49 + 0.95 17.66 £+ 0.61 18.29 + 0.92
ISRUC S2f 30.05 + 4.81 26.26 + 5.44 30.66 £ 2.17 26.56 + 4.18 31.73 + 6.48 29.65 + 3.84
ISRUC S3 68.87 + 4.64 71.02 £ 3.09 67.82 + 9.26 70.34 + 2.74 70.13 £ 1.68 68.78 + 3.72
SleepEDF 68.63 + 3.32 70.39 + 1.46 67.54 £ 3.58 70.44 £ 1.77 69.26 + 3.58 70.05 £+ 1.54
HMC 49.28 + 2.17 50.32 + 2.33 45.10 £+ 3.26 50.92 + 1.54 50.16 + 2.31 49.04 + 0.62
TUAB 75.68 + 1.89 75.82 + 2.00 74.22 + 3.10 76.59 + 0.90 75.39 + 1.80 76.29 + 1.61
TUEV 54.26 + 9.30 53.87 £+ 12.40 48.82 + 5.84 56.74 + 6.24 53.39 £+ 11.05 54.77 + 9.91
TUSL 65.80 + 16.78 62.87 + 13.16 67.05 + 4.94 63.83 + 9.57 50.31 + 24.47 61.05 £ 11.57
EEGDenoiseNet 84.18 +£ 3.71 81.66 + 2.14 80.82 £ 6.84 79.80 £ 1.94 74.65 + 7.79 77.46 £ 6.10
Macro mean 48.15 + 2.02 48.07 £ 1.86 46.84 4+ 1.62 48.44 + 1.06 47.10 £ 2.41 47.23 + 1.26
Table 35. EEG-LLM results for Atom-B (epoch 49).
Task Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B  Qwen3-14B Qwen3-32B
ADG65 49.30 £+ 5.27 50.27 + 5.41 54.80 + 10.89 54.85 + 4.42 46.25 + 6.19 45.74 + 5.75
PD31 40.56 + 7.36 43.19 + 7.66 46.30 + 12.81 47.04 + 5.87 41.35 + 6.01 45.32 £+ 6.07
BCIC IV-1 51.00 + 4.36 49.67 + 4.04 51.67 £ 7.29 50.00 £ 1.80 51.83 + 3.88 48.67 + 3.21
BCIC IV-2a 33.62 £ 5.49 33.80 + 0.72 34.84 + 2.37 34.03 + 2.34 32.64 + 3.35 33.10 £+ 5.28
SHU MI 51.21 £+ 0.38 50.42 + 1.24 51.36 + 1.31 50.51 &+ 1.91 51.54 4+ 2.27 49.88 + 0.89
BETA SSVEP 2.77 £ 024 265 +0.14 244 +0.31 253 £ 0.05 2.68 &+ 0.45 2.98 + 0.19
Monitoring ErrP 54.74 + 1.98 55.87 + 2.71 57.01 + 2.60 54.58 + 1.70 56.48 + 0.57 56.89 + 1.55
EEGMAT 75.19 + 6.67 68.24 + 837 69.30 + 7.00 70.11 + 12.01 67.14 4+ 8.65 71.16 + 2.26
LEMON gender 61.91 +£ 2.51 61.94 + 0.44 61.60 + 3.02 64.64 + 4.52 61.58 + 2.01 62.06 + 3.67
LEMON extraversion 50.24 + 1.21 50.27 + 0.59 50.37 + 0.21 49.78 4+ 0.30 50.41 4+ 1.87 49.64 + 0.16
FACED 14.54 + 0.53 13.58 £ 0.79 15.66 + 1.11 14.21 + 0.49 13.68 + 1.41 14.29 + 1.08
SEED 52.94 + 2.26 52.87 £ 1.71 52.71 £ 3.01 51.70 £ 2.17 50.52 + 0.46 51.53 + 4.11
SEED-IV 27.32 £ 1.95 2942 4+ 2.82 26.51 + 1.33 29.37 £ 0.38 27.53 + 1.92 27.91 + 1.00
SEED-V 22.40 + 0.96 24.19 4+ 0.52 23.44 + 0.65 23.33 £+ 0.52 23.86 + 1.09 22.82 + 2.32
SEED-VII 18.80 + 0.79 19.01 £ 0.71 19.54 4+ 0.67 17.87 £+ 1.28 18.65 £+ 1.09 17.90 £+ 1.06
ISRUC S2f 27.06 £ 5.08 2851 + 2.88 27.16 + 4.27 27.73 £+ 5.50 23.96 + 4.63 23.21 + 1.91
ISRUC S3 73.54 + 1.94 7243 £ 2.90 75.15 £ 3.90 72.86 + 2.76 73.60 + 1.87 72.46 + 1.31
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Table 35. EEG-LLM results for Atom-B (epoch 49) (continued).

Technical Report

Task Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B  Qwen3-14B Qwen3-32B
SleepEDF 68.15 £ 1.95 67.49 + 2,55 69.23 £ 0.21 66.04 + 4.54 68.30 &+ 0.87 67.59 £ 0.77
HMC 55.64 + 2.72 5598 + 3.09 56.12 + 2.55 54.49 + 5.95 55.36 + 1.06 55.50 + 1.99
TUAB 74.88 £ 2.15 75.10 &+ 2.55 75.60 + 1.04 75.45 £+ 1.40 75.00 + 1.39 75.52 + 1.43
TUEV 54.81 + 8.43 52.11 4+ 10.32 49.45 + 5.21 49.52 + 13.89 54.81 + 9.18 53.28 + 12.03
TUSL 50.12 £+ 19.01 57.70 + 14.45 54.75 £+ 15.89 65.59 + 5.54 60.09 + 9.57 67.24 + 3.70
EEGDenoiseNet 97.97 +£ 0.23 98.04 + 1.27 98.02 + 0.22 97.93 4+ 0.18 97.17 £ 0.39 97.38 4+ 0.40
Macro mean 48.21 £+ 1.77 48.38 + 1.78 48.83 £ 1.80 48.88 + 1.96 48.02 + 1.59 48.35 £ 1.40
Table 36. EEG-LLM results for Atom-L (epoch 49).
Task Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B Qwen3-14B Qwen3-32B
ADG65 51.49 £+ 10.19 52.42 + 6.16 50.67 4+ 2.97 49.93 + 4.99 50.04 + 4.36 48.40 £+ 1.47
PD31 39.16 + 3.23 40.19 + 12.95 42.85 + 9.57 36.44 + 5.79 41.83 + 8.94 41.72 + 11.59
BCIC IV-1 50.00 + 1.32 49.50 + 2.18 48.17 + 3.01 46.83 + 1.04 51.33 + 1.26 50.67 £+ 0.76
BCIC IV-2a 35.01 £ 1.76 35.13 + 2.37 32.64 £ 2.87 33.91 £ 4.02 35.76 + 2.46 33.28 + 1.86
SHU MI 51.56 + 0.92 51.89 + 0.62 51.43 + 1.15 51.96 + 1.47 51.37 + 0.91 51.08 + 0.44
BETA SSVEP 2.86 + 0.78 2.86 £ 0.78 247 £ 0.05 2.74 £ 0.10 2.83 £ 0.49 2.38 + 0.05
Monitoring ErrP 54.32 + 2.21 56.56 + 0.80 53.19 + 2.09 54.62 + 2.55 54.68 + 2.93 53.30 + 3.20
EEGMAT 70.23 + 6.54 7255 + 3.22 66.84 + 11.51 64.68 + 3.62 63.44 + 5.09 69.02 + 3.73
LEMON gender 61.87 = 0.84 61.96 + 2.07 60.24 £+ 4.18 61.46 £+ 3.51 60.56 + 2.67 59.96 £+ 1.57
LEMON extraversion 50.47 + 3.13 51.02 4+ 2.40 49.39 + 1.22 50.57 £+ 1.84 50.78 + 2.34 50.89 + 2.83
FACED 15.04 + 149 13.45 £ 1.32 13.38 4+ 0.40 13.07 + 0.87 12.69 £+ 0.55 13.60 + 1.50
SEED 50.49 + 2.43 5250 &+ 1.19 50.04 + 1.71 52.65 + 2.45 48.15 &+ 1.99 51.25 + 1.77
SEED-1V 26.29 + 1.01 27.18 + 1.20 28.48 + 0.65 27.38 £+ 2.39 27.24 £+ 1.47 27.49 + 1.82
SEED-V 24.37 +£ 1.35 24.39 + 1.54 25.84 + 247 22.79 £+ 0.50 22.88 + 2.21 23.39 + 1.05
SEED-VII 18.03 + 0.42 18.50 £+ 0.59 18.74 4+ 1.98 18.77 + 1.57 18.56 £+ 1.73 18.77 + 1.28
ISRUC S2f 30.23 +£ 2.76 32.71 + 1.75 30.70 £ 4.76 29.12 + 4.55 30.72 + 1.67 33.95 + 2.96
ISRUC S3 74.01 + 0.34 7391 £ 1.75 73.46 £ 2.29 75.58 + 2.95 76.17 + 1.39 73.39 + 2.06
SleepEDF 69.46 +£ 2.17 69.22 + 1.22 67.22 £ 2.64 69.64 £ 1.31 70.05 + 0.84 67.44 + 3.29
HMC 54.87 + 1.44 54.01 + 1.28 51.94 + 1.46 54.37 + 1.44 53.53 4+ 0.83 53.57 + 2.16
TUAB 77.16 £ 1.35 76.46 &+ 1.31 75.45 + 3.25 77.39 £ 1.64 76.29 £+ 2.96 75.61 + 2.11
TUEV 58.34 £ 9.75 57.20 £ 11.89 54.38 + 8.74 55.22 + 8.52 57.62 £+ 11.37 51.81 + 8.12
TUSL 63.25 + 16.76 64.66 + 14.33 63.22 4+ 8.45 62.06 + 9.91 61.32 £+ 3.47 71.15 + 1.24
EEGDenoiseNet 96.95 + 1.06 97.10 +£ 0.71 98.17 4+ 0.42 96.95 + 0.56 96.87 + 0.56 95.78 + 1.63
Macro mean 48.93 + 2.05 49.36 + 2.16 48.21 4+ 1.26 48.18 + 1.13 48.47 £+ 0.82 48.60 + 1.03
Table 37. EEG-LLM results for Atom-H (epoch 49).
Task Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B Qwen3-14B Qwen3-32B
ADG65 54.43 +£ 5.61 53.29 + 6.21 52.31 £+ 9.07 57.39 + 9.42 50.73 £+ 6.36 53.02 £+ 9.06
PD31 45.29 + 10.84 46.65 + 10.20 44.51 4+ 4.30 48.46 + 8.25 49.44 + 5.88 41.32 + 12.30
BCIC V-1 50.83 + 0.58 51.17 £+ 3.06 48.50 £ 1.80 52.50 4+ 4.58 49.50 4+ 3.91 50.50 + 3.50
BCIC IV-2a 3247 £ 3.38 3443 £ 0.70 35.59 + 2.30 34.49 4+ 1.94 34.78 + 4.20 28.65 £+ 2.56
SHU MI 51.07 £ 0.59 51.59 + 0.96 50.82 + 1.68 50.40 + 0.46 52.21 + 0.84 51.48 + 0.94
BETA SSVEP 244 4+ 019 3.69 095 2.74 +0.34 286 + 0.18 3.45 £ 0.67 3.01 £ 0.14
Monitoring ErrP 54.08 £ 3.30 57.07 + 3.52 57.40 + 4.72 56.56 + 1.38 56.16 + 3.38 58.08 £+ 3.53
EEGMAT 70.68 £ 9.75 71.31 &+ 7.63 70.24 £+ 5.76 70.53 £+ 10.29 69.46 + 10.86 67.14 + 3.03
LEMON gender 61.20 + 1.02 62.33 +£ 0.60 61.24 + 1.40 63.23 + 0.56 62.29 + 1.66 61.87 4+ 0.21
LEMON extraversion 51.49 + 3.13 52.03 + 0.61 49.99 + 1.35 52.79 + 1.51 50.77 + 1.87 51.04 £ 1.25
FACED 14.26 + 0.50 15.69 + 2.53 13.13 + 0.40 15.69 + 0.83 14.78 + 1.41 14.75 4+ 0.18
SEED 52.66 + 0.49 53.83 + 0.82 52.76 + 0.88 54.03 + 1.08 53.01 + 0.98 50.61 + 1.70
SEED-1V 26.53 £ 0.39 26.98 + 0.77 28.94 + 0.81 27.39 + 1.53 27.64 + 1.51 27.69 £ 1.01
SEED-V 24.69 +£ 1.10 22.86 + 1.05 24.93 + 2.38 23.78 + 1.61 23.36 + 2.01 22.82 £+ 1.22
SEED-VII 19.22 + 1.27 19.62 £+ 2.23 1894 + 0.37 18.37 £ 0.89 18.69 + 1.36 17.84 + 1.01
ISRUC S2f 26.24 + 1.86 25.03 & 1.08 28.89 + 5.78 23.22 + 1.71 29.37 + 5.71 32.77 + 1.03
ISRUC S3 78.13 +£ 2.36 76.30 +£ 0.75 75.37 £ 3.41 76.88 + 0.39 78.36 + 2.42 74.78 + 1.54
SleepEDF 69.88 £ 2.09 71.16 + 1.17 69.99 £+ 2.65 71.74 + 1.56 71.20 £ 1.35 70.64 £+ 1.09
HMC 56.99 + 0.61 56.99 + 1.06 55.80 £+ 2.26 56.54 + 1.16 57.78 + 1.04 56.33 £+ 1.41
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Table 37. EEG-LLM results for Atom-H (epoch 49) (continued).

Technical Report

Task Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B Qwen3-14B Qwen3-32B
TUAB 77.16 £ 2.61 77.82 £ 0.70 76.75 £ 1.81 T77.97 £ 132 77.64 £ 1.26 77.43 &+ 0.95
TUEV 57.32 + 10.07 54.52 + 5.92 49.14 + 4.51 56.69 + 9.65 53.66 + 4.82 53.83 £ 3.10
TUSL 69.63 + 9.81 56.21 4+ 16.83 60.82 + 10.10 54.29 + 15.21 60.80 + 10.14 68.51 + 12.28
EEGDenoiseNet 86.30 £ 3.81 83.91 + 0.59 84.52 +£ 1.97 80.75 + 2.87 84.85 + 2.81 83.76 + 4.94
Macro mean 49.26 £ 1.87 48.89 4+ 1.80 48.41 4+ 1.69 48.98 + 1.83 49.13 £ 1.69 48.60 £ 1.27
Table 38. EEG-LLM results for Molecule-B (epoch 49).
Task Qwen3-0.6B  Qwen3-1.7B Qwen3-4B Qwen3-8B Qwen3-14B Qwen3-32B
ADG65 46.89 + 4.30 45.28 + 4.39 43.48 4+ 0.90 45.92 + 1.18 42.74 £+ 3.92 46.25 £+ 2.28
PD31 48.05 £ 8.00 44.80 £+ 7.41 43.44 4+ 7.11 44.52 + 5.00 44.61 £ 6.43 46.16 £+ 7.66
BCIC IV-1 51.33 & 0.58 46.83 &+ 3.40 50.67 £ 1.89 48.67 + 2.36 48.83 £ 2.36 46.33 £ 6.79
BCIC IV-2a 36.52 + 4.34 33.10 + 1.26 33.91 £ 2.70 34.03 + 3.81 33.51 + 3.30 32.23 £+ 0.72
SHU MI 51.70 £ 1.29 53.61 £ 0.97 52.05 £ 1.73 51.47 £ 0.89 50.09 + 0.26 50.78 £ 1.21
BETA SSVEP 2.41 £ 0.56 253 £ 0.34 2.89 + 0.10 2.74 £ 0.14 292 + 0.22 2.50 = 0.63
Monitoring ErrP 56.57 + 2.39 57.89 4+ 2.33 54.45 + 2.46 54.21 + 4.60 56.13 + 1.98 53.53 £+ 1.76
EEGMAT 65.60 + 9.36 62.21 + 8.82 60.81 4+ 8.71 63.30 £+ 9.95 64.52 + 12.21 67.46 + 10.67
LEMON gender 58.79 + 1.70 56.82 4+ 3.94 59.29 £ 2.55 58.82 + 2.05 55.76 £ 4.31 59.19 £ 3.90
LEMON extraversion 49.88 + 2.44 50.97 £+ 1.32 50.51 4+ 1.13 50.06 £+ 2.11 52.05 4+ 2.93 49.22 + 1.86
FACED 13.89 + 1.20 15.30 £+ 0.51 14.03 + 1.73 14.31 + 2.06 13.62 + 0.32 13.51 + 0.51
SEED 50.69 + 1.53 51.83 4+ 0.83 50.45 £ 2.51 50.56 &+ 1.90 46.50 £ 2.36 49.51 £ 1.35
SEED-IV 27.13 + 2.13 26.36 + 1.32 27.31 £ 0.74 27.82 + 0.80 27.43 £ 0.79 26.86 £+ 1.40
SEED-V 23.48 + 1.03 22.39 + 0.98 23.13 + 0.95 23.44 + 1.25 22.30 + 1.54 23.14 + 1.02
SEED-VII 17.68 &£ 1.29 17.91 £ 0.91 19.28 £ 0.68 18.88 + 0.52 17.43 + 1.32 18.43 £ 0.82
ISRUC S2f 23.43 + 3.35 26.80 + 4.42 25.16 £+ 3.46 29.92 + 3.02 26.55 + 3.73 28.14 + 5.25
ISRUC S3 71.72 + 1.23 70.61 &+ 1.36 70.10 £ 1.08 71.29 + 2.09 69.70 £ 0.84 67.20 £ 2.16
SleepEDF 66.34 +£ 1.40 66.95 + 2.09 66.37 + 1.49 66.98 + 1.90 65.97 + 1.32 64.24 + 1.53
HMC 48.10 £ 2.20 49.07 + 2.21 48.25 4+ 3.75 48.65 + 3.46 47.87 + 2.56 47.45 + 2.66
TUAB 74.66 + 3.24 76.05 &+ 2.50 75.15 £ 1.15 74.48 + 2.15 75.14 £ 1.27 75.85 £ 0.97
TUEV 51.43 + 6.57 53.35 + 9.21 51.26 £ 9.86 50.50 + 5.51 49.71 4+ 13.98 56.08 + 8.38
TUSL 67.26 + 10.67 58.53 + 6.61 62.35 + 3.76 70.57 + 6.93 62.29 + 8.44 65.44 + 8.21
EEGDenoiseNet 90.84 + 1.26 90.07 &£ 1.39 89.29 £ 1.80 90.34 + 0.87 89.11 £ 0.69 91.92 £ 1.15
Macro mean 47.58 £ 1.84 46.92 + 1.41 46.68 4+ 1.33 47.46 £ 1.37 46.29 £ 2.41 47.02 £+ 1.59
Table 39. EEG-LLM results for Molecule-L (epoch 29).
Task Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B  Qwen3-14B Qwen3-32B
ADG65 47.28 + 4.37 45.84 + 10.38 47.20 + 6.55 48.55 + 3.23 47.89 + 1.52 51.18 + 3.29
PD31 47.18 £ 7.62 52.61 + 5.62 48.94 + 5.80 48.48 4+ 4.93 4791 4+ 9.01 49.00 £ 7.47
BCICIV-1 47.50 £ 1.80 50.00 £+ 2.65 49.33 £ 1.89 45.83 £ 5.13 50.67 + 1.26 49.67 £+ 1.89
BCIC IV-2a 35.47 + 4.37 36.17 £ 2.54 38.60 + 1.58 36.00 + 1.58 34.49 4+ 2.34 33.51 + 1.67
SHU MI 52.05 £ 3.46 52.73 &£ 0.59 52.10 + 2.00 52.90 £ 2.36 52.39 £ 1.63 51.39 + 1.08
BETA SSVEP 3.27 £ 041  2.83 £ 0.27 2.77 £ 0.67 3.12 £ 0.18 3.24 £ 044  2.56 £ 0.10
Monitoring ErrP 55.17 £ 2.94 54.99 + 3.10 56.75 + 1.94 53.46 + 3.71 56.63 + 1.21 58.47 + 3.99
EEGMAT 64.67 £ 14.35 68.06 £ 5.91 71.31 £ 3.95 64.52 £+ 12.43 62.05 + 4.55 68.23 + 8.38
LEMON gender 58.97 £ 1.22 57.56 £ 2.48 59.20 + 3.18 59.51 £ 1.25 57.17 + 0.62 59.98 + 3.00
LEMON extraversion 50.64 + 1.30 50.32 £ 0.79 50.24 + 0.66 51.59 £+ 0.80 50.95 + 0.64 50.04 + 2.34
FACED 15.72 + 147 15.19 + 0.86 14.93 + 0.44 15.11 4+ 1.18 13.61 £+ 1.21 14.26 £+ 1.63
SEED 51.72 £ 2.22  52.71 £ 1.91 50.86 £+ 2.86 49.47 £ 1.17 49.30 &+ 1.17 52.26 + 0.85
SEED-IV 27.50 £ 0.61 26.97 £ 0.32 27.78 + 1.50 27.01 £+ 0.62 26.83 + 0.85 28.43 + 1.22
SEED-V 21.86 + 0.74 22.24 + 2.27 22.14 + 0.94 20.96 + 0.40 21.74 + 0.20 23.21 + 1.10
SEED-VII 18.75 £ 0.95 17.98 + 0.94 18.18 £ 1.05 18.07 & 1.19 17.54 £ 0.10 18.73 £ 1.09
ISRUC s2f 31.02 £ 499 28.17 4+ 4.37 34.18 + 2.89 24.18 £ 0.78 25.66 £ 1.18 28.62 £+ 7.42
ISRUC S3 72.86 &+ 2.72 7297 + 1.88 71.59 4+ 0.43 74.36 &+ 1.94 73.76 = 2.17 70.69 &+ 1.60
SleepEDF 70.30 + 0.48 69.80 + 0.48 69.50 + 1.52 70.19 + 0.86 67.82 + 3.70 68.12 4+ 2.54
HMC 54.38 £ 3.27 53.92 4+ 3.57 53.65 + 2.91 54.34 £+ 4.14 52.96 £ 1.50 53.83 &+ 3.77
TUAB 76.80 = 1.61 76.49 + 1.89 75.33 £ 1.95 76.32 &+ 1.26 75.00 = 2.88 75.65 + 1.94
TUEV 53.91 + 9.10 53.64 + 11.65 54.91 + 4.53 56.91 + 8.48 47.72 + 0.65 55.56 + 8.29
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Table 39. EEG-LLM results for Molecule-L (epoch 29) (continued).

Task Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B  Qwen3-14B Qwen3-32B
TUSL 62.67 + 4.21 66.88 + 12.64 68.11 + 6.20 64.90 + 14.50 60.32 + 6.93 65.80 + 20.52
EEGDenoiseNet 94.62 + 0.25 95.51 £ 0.59 93.75 + 2.33 93.85 £ 1.60 93.05 + 0.84 93.05 + 2.79
Macro mean 48.45 +£ 1.69 48.85 + 1.81 49.19 £+ 0.82 48.25 £+ 1.60 47.33 + 0.41 48.79 4+ 2.06
Table 40. EEG-LLM results for Molecule-H (epoch 9).
Task Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B Qwen3-14B Qwen3-32B
AD65 53.50 + 4.61 48.32 £ 5.74 49.69 + 1.72 50.44 4+ 8.14 49.30 + 0.49 50.70 + 3.55
PD31 43.78 £ 6.05 45.64 £ 2.59 45.79 & 8.54 45.41 4+ 9.53 44.06 £ 12.60 47.94 £+ 11.01
BCIC IV-1 52.00 + 2.78 46.83 + 2.25 52.83 + 5.39 49.33 + 3.51 48.50 + 1.32 51.83 + 2.52
BCIC IV-2a 35.94 + 2.18 36.34 £ 0.20 34.78 + 6.36 38.19 + 4.96 34.95 + 5.78 35.71 + 1.82
SHU MI 53.79 +£ 2.60 51.47 + 2.28 51.01 + 0.69 51.30 + 2.53 49.58 + 1.27 51.27 + 2.98
BETA SSVEP 3.84 £ 1.03 3.69 +£0.74 354 £0.74 3.24 £ 0.27 3.12 £ 059 3.42 £+ 0.21
Monitoring ErrP 54.66 + 3.43 57.80 £ 3.03 57.12 4+ 3.45 56.25 + 3.91 54.18 + 2.21 58.06 + 1.28
EEGMAT 70.84 + 5.20 69.76 £+ 6.16 69.45 £+ 9.85 71.77 + 10.23 65.29 + 14.12 65.44 + 4.19
LEMON gender 61.78 +£ 0.84 60.94 + 1.66 61.29 + 1.79 62.04 + 1.02 58.15 + 1.88 62.30 = 0.80
LEMON extraversion 50.40 + 1.74 50.70 + 2.33 51.68 + 1.31 50.52 + 3.62 50.43 + 1.58 51.51 + 1.60
FACED 16.26 + 2.21 16.66 + 1.67 14.80 &+ 0.07 15.81 £+ 1.29 12.80 + 1.23 14.90 £ 0.44
SEED 52.52 + 2.89 53.60 + 2.38 52.52 + 449 53.39 + 1.46 51.55 + 2.89 51.58 + 1.04
SEED-IV 29.34 + 1.37 28.00 £ 0.95 27.04 + 0.57 28.73 + 0.93 28.28 + 1.07 26.50 + 0.78
SEED-V 23.97 £ 2.54 22.95 £ 0.71 22.92 + 0.65 23.14 + 1.25 24.34 + 1.93 22.18 + 0.87
SEED-VII 18.48 &+ 1.21 19.07 &+ 1.08 18.37 &+ 0.18 20.56 + 1.05 17.93 £ 1.71 17.97 £ 1.45
ISRUC S2f 32.46 £+ 6.20 33.03 £ 5.32 31.68 &+ 4.54 36.28 4+ 1.22 28.82 + 4.32 30.41 + 5.29
ISRUC S3 75.89 + 1.63 75.96 + 0.80 75.78 + 2.83 75.32 £ 4.01 73.48 £+ 4.63 76.74 + 0.29
SleepEDF 69.95 + 3.07 70.29 £ 2.09 70.40 + 1.46 70.98 + 1.83 68.80 + 2.38 70.46 + 1.50
HMC 55.66 + 1.84 56.90 + 2.28 57.02 + 2.39 57.48 + 3.51 56.32 + 2.02 57.16 + 0.67
TUAB 75.90 + 4.05 7746 + 1.59 76.75 +£ 1.89 76.99 + 2.01 75.73 £ 1.55 77.50 + 1.21
TUEV 56.60 + 8.77 60.40 + 13.00 58.65 + 10.74 61.72 + 14.45 54.27 + 15.06 63.53 + 12.64
TUSL 63.08 + 4.75 68.13 + 9.69 61.83 £ 16.11 71.74 + 6.70 66.11 £ 13.09 63.29 £+ 10.49
EEGDenoiseNet 90.89 + 2.26 89.24 + 0.48 87.43 + 2.89 90.96 + 1.12 87.47 + 4.89 89.71 + 1.83
Macro mean 49.63 + 1.03 49.70 + 1.68 49.23 + 2.59 50.50 + 2.17 47.98 + 2.89 49.57 + 1.49

H.1 Training-set size

Table 41 gives the training-window counts shared by the EEG-LLM configurations. Sampling is applied to
training only, with at most 40 windows per registered subject—class unit. The split conventions are described
in Appendix C; Section 7 gives the joint-training settings.

Table 41. Training windows before and after the per-subject/class cap.

Seed42 Seed10 Seed5
Task Before — after Retained Before — after Retained Before — after Retained
AD65 5,500 —2,790  50.7% 5,572—2,790  50.1% 5,609 —2,790  49.7%
PD31 7,710 - 1,000  13.0% 7,354 — 1,000  13.6% 7,544 — 1,000  13.3%
BCIC IV-1 1,000 — 400  40.0% 1,000 — 400  40.0% 1,000 — 400  40.0%
BCIC IV-2a 4,032 — 1,120  27.8% 4,032 — 1,120  27.8% 4,032 — 1,120  27.8%
SHU MI 9,556 — 1,600  16.7% 9,559 —+ 1,600  16.7% 9,575 —= 1,600  16.7%
BETA SSVEP 8,960 — 8,960 100.0% 8,960 — 8,960 100.0% 8,960 — 8,960 100.0%
Monitoring ErrP 4,313 — 320 7.4% 4,291 — 320 7.5% 4,291 — 320 7.5%
EEGMAT 1,371 - 1,371  100.0% 1,380 — 1,380 100.0% 1,372 — 1,372 100.0%
LEMON gender 152,792 — 6,480 4.2% 152,706 — 6,480 4.2% 152,618 — 6,480 4.2%
LEMON extraversion 152,792 — 6,480 4.2% 152,706 — 6,480 4.2% 152,618 — 6,480 4.2%
FACED 8,232 — 8,232 100.0% 8,232 — 8,232 100.0% 8,232 — 8,232 100.0%
SEED 11,916 -+ 1,440  12.1% 11,916 > 1,440  12.1% 11,916 -+ 1,440  12.1%
SEED-IV 30,060 — 1,920 6.4% 30,060 — 1,920 6.4% 30,060 — 1,920 6.4%

Continued on the next page.
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Table 41. Training windows before and after the per-subject/class cap (continued).

Seed42 Seed10 Seed5
Task Before — after Retained Before — after Retained Before — after Retained
SEED-V 95,667 — 2,600 2.7% 95,667 — 2,600 2.7% 95,667 — 2,600 2.7%
SEED-VII 21,872 —+4,480  20.5% 21,872 —+ 4,480  20.5% 21,872 —+ 4,480  20.5%
ISRUC S2 10,446 — 1,200 11.5% 10,446 — 1,200 11.5% 10,581 — 1,200 11.3%
ISRUC S3 7,058 — 1,600  22.7% 6,901 — 1,600  23.2% 6,910 - 1,600  23.2%
SleepEDF 330,638 — 22,790 6.9% 331,030 — 22,863 6.9% 330,374 — 22,861 6.9%
HMC 110,367 — 23,691 21.5% 110,139 — 23,488  21.3% 109,665 — 23,715  21.6%
TUAB 324,769 — 76,000  23.4% 327,890 — 76,280  23.3% 328,390 — 76,320  23.2%
TUEV 87,239 — 16,409 18.8% 94,090 — 16,946 18.0% 93,048 — 16,691 17.9%
TUSL 201 =201 100.0% 200 —200 100.0% 218 —218 100.0%
EEGDenoiseNet 10,809 — 80 0.7% 10,809 — 80 0.7% 10,809 — 80 0.7%
Total 1,397,300 — 191,164 13.7% 1,406,812 — 191,859 13.6% 1,405,361 — 191,879 13.7%

The cap retains at most 40 windows per registered subject—class unit from each training split; validation and test use all available
windows. Retention is the after/before ratio. Totals count task entries within each seed, including separate LEMON tasks; seeds
reuse overlapping windows.

I Full-FT Duration—Capacity Response

We fit the shared response to the 12 Full-FT observations in Figure 9: four fractions each for Molecule-B,
Atom-B, and Atom-L. Each score averages the same 23 tasks and three downstream seeds at the end of a
50-epoch run. Subset hours are estimated as the retained fraction times the collection duration.

In Equation 1, the shared response is g(u) = 2u/(1+u?) = [(u+u~1)/2]~L. It approaches 2u for small
w and 2/u for large u, with a maximum at v = 1. We use this bounded, log-symmetric shape to describe
the measured duration range. Both tails approach the series-specific level A;.

There are six fitted parameters: three levels A;, one common amplitude B, and two peak durations.
Weighted least squares profiles out the levels and amplitude while searching for the peaks. We set the peak-
search bounds to 1,000-1,000,000 hours for Base and 24,814-49,628 hours for Large. The size exponent is
then n = log(H,/Hp)/log(46.3/5.8).

Molecule-B Atom-B Atom-L
9 Fitted peak: 22.1k hours Fitted peak: 22.1k hours Fitted peak: 40.4k hours
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Figure 15. Shared Full-FT response with Atom-B’s 20% point assigned weight 0.25. All 12 observations are shown;
the hollow point receives reduced weight. Curves share the response shape and amplitude and are drawn only over
observed duration ranges. Dashed lines mark fitted peaks; shading marks the imposed Large peak-search interval.
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Table 42. Sensitivity to the weight of Atom-B’s 20% point. All other points have unit weight. Peaks are in thousands
of hours; leave-one-point-out (LOO) RMSE uses all 12 held-out scores, in percentage points.

Weight Base peak Large peak n  LOO RMSE Constant LOO
1 25.22 40.81 0.232 0.919 1.094

0.25 22.07 40.45 0.292 0.707 1.076

0 20.45 40.09 0.324 0.680 1.080

The displayed fit gives K = 22,065.77 hours, n = 0.291689, and B = 2.8808 percentage points. The
fitted levels A; are 52.8795, 54.2612, and 53.7392 for Atom-B, Atom-L, and Molecule-B. We use weight
0.25 for this fit and report weights 1 and O for sensitivity analysis. The three seeds measure downstream
variability for each pretrained checkpoint.

I.1 Response-shape sensitivity and the inverse relation

The peak estimates depend on how the FT response is modeled. For comparison, we fit S; = a; — b;(u—1)?
and S; = a; — b;[log u]? with separate levels and amplitudes for each series and the same peak-search bounds
(Table 43). These alternatives have eight parameters for 12 observations. The raw-duration quadratic as-
sumes symmetric declines per hour; the log-duration quadratic assumes symmetry per multiplicative change
in duration.

Table 43. Alternative response shapes with series-specific amplitudes. Atom-B’s 20% point receives the indicated
weight. Peak durations are in thousands of hours.

Response shape Weight Base peak Large peak n
Quadratic in duration 1 31.64 37.62 0.083
0.25 29.40 37.62 0.119

0 28.27 37.62 0.138

Quadratic in log duration 1 24.29 49.637  0.344
0.25 21.92 49.637  0.393

0 16.80 49.631  0.521

The fitted Large peak reaches the upper search bound.

An independent raw-duration quadratic places Molecule-B’s peak at 37,473 hours, compared with 15,982
hours for its best measured score. Response shape thus has a substantial effect on the inferred peak. The
bounded response in Equation 1 gives an interior Large peak for all three point weights.

Sharing the amplitude lowers LOO error within the bounded-response family. At weight 0.25, allowing
a separate amplitude for each of the three bounded curves gives a LOO RMSE of 1.259 points, compared
with 0.707 for the common-amplitude model. Sharing only between Atom-B and Atom-L gives 0.879.

For each LOO prediction, we remove one observation and refit all parameters. The constant comparison
fits one level per series with the same training weights and gives an RMSE of 1.076 points. We use LOO
for internal model selection, with the same observations guiding the response shape and amplitude-sharing
choices. Endpoint omissions require extrapolation; keeping only held-out 20% and 50% points gives 0.880
points for the shared response and 1.217 for the constant comparison.

The inverse of the fitted peak relation is

H\Y" dlog Py 1

Prep(H) =58 x 10° [ — —== = 3
ref( ) <K> ) legH n ( )
The fitted inverse exponent is 3.4283; Equation 2 uses 1/0.292 after rounding. Thus a relative change in
duration produces a larger relative change in the corresponding parameter estimate. Here P,.¢(H ) identifies
the encoder size whose fitted peak occurs at duration H. Selecting a size for maximum FT performance at

fixed duration additionally requires estimating how the series levels A; vary with capacity and collection.

65



LaBraM at Scale Technical Report

The exponent interpolates the two fitted peak locations for Base and Large. The resulting empirical scaling
hypothesis describes FT under the current data collections and 50-epoch schedules, which couple corpus
duration to optimization updates. Additional model sizes, intermediate fractions, and matched training
exposure would test how this relation generalizes. LP follows a different fraction-dependent response and is
analyzed separately in Section 6.3.
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